
Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2019 

 

 
Deliverable D4.2 (“Final report on advanced virtualisation, dynamic telemetry and service orchestration”)  
 1/122 

 

 

 

 

 

 

 
 
 

 
 
 
 

 
 
 

Embedded Network Services for 5G Experiences 
 

 

Grant Agreement No.761592 

Topic: ICT-07-2017 
Research and Innovation Action 

 

Deliverable D4.2 

Final report on advanced virtualisation, dynamic 
telemetry and service orchestration 

 

Document Number:  H2020-5GPPP-GA No.761592/WP4/D4.2/31.05.2019 

Contractual Date of Delivery: 31.05.2019 

Editor: Florian Schmidt – NEC Laboratories Europe GmbH (NECLE) 

Work-package: WP4 

Distribution / Type: Public (PU) / Report (R) 

Version:  1.0 

Total Number of Pages: 122 

File: 5G ESSENCE_Deliverable 4.2_v1.0_Final.docx 



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2019 

 

 
Deliverable D4.2 (“Final report on advanced virtualisation, dynamic telemetry and service orchestration”)  
 2/122 

 

Executive Summary - Abstract 

 
The purpose of this deliverable is to provide a description of the final outcomes of the investigation and 
developments on advanced virtualisation, dynamic telemetry and service orchestration within the 5G ES-
SENCE project. This deliverable presents the particular solutions developed within the scope of the dedicat-
ed work package 4 (WP4). 
 
After an introduction and short overview over the following chapters, the document discusses, in detail, the 
solutions developed within the scope of the 5G ESSENCE project. 
 
Regarding the Network Function Virtualisation Infrastructure (NFVI), Chapter 2 starts focusing upon Virtual 
Network Functions (VNFs) with an overview of the state-of-the-art and a performance comparison of dif-
ferent virtualisation techniques (i.e.: classic VMs, unikernels, containers). It then presents a solution to 
create optimized unikernels to leverage their strengths, which are not always apparent in the state-of-the-
art, before presenting a composition framework for VNFs. Finally, solutions pertinent to the NFVI architec-
ture supporting the VNFs are presented in the form of an accelerated software switch, thus improving per-
formance, especially in the case of Service Function Chaining (SFC), and in support of the Virtualised Infra-
structure Manager (VIM). 
 
A large part of the document deals with results in the areas of telemetry and analytics. Chapter 3 first pre-
sents the 5G ESSENCE Monitoring service, a solution extending state-of-the-art telemetry systems by 
providing modelling of SLA KPIs and monitoring the compliance with SLAs. Furthermore, a Resource Land-
scaper provides a management overview of complex network functions comprising a large number of VNFs 
and associated resources, to support unified monitoring and notification. In the field of analytics, several 
solutions are presented that can make use of the data aggregated by the telemetry system. These then use 
advanced techniques in Machine Learning (such as Decision Tree Learning and Recurrent Neural Networks) 
and linear programming to support placement decisions, both to decide where to “place” workloads within 
the 5G ESSENCE’s two-tier architecture (Light DC vs. Main DC) and where to “place” them within one DC 
comprising of multiple physical machines, not only for single workloads, but also considering additional 
requirements with regards to SFC. Finally, a machine-learning-based solution is presented that aids the 
radio resource management (RRM), yielding important input to the cloud-enabled small cell manager 
(CESCM). 
 
Results from the area of orchestration are presented in Chapter 4. It presents the Alert Mitigation Manager 
and the Placement Assistant, which work with information from the telemetry to resolve alerts and the 
analytics to enact the placement suggestions as well as how these are integrated into a Management and 
Orchestration (MANO) system, such as the OSM. Furthermore, a solution specifically for resource-
constrained devices where a full OSM and VNFI solution is not practical, is presented; its deployment capa-
bilities are laid out and its performance is evaluated. 
 
The document concludes with a short summary, as well as an appendix, explaining certain points of the ML-
based RRM solution further detail. 
 

 
 
5G-PPP Disclaimer:  
This Deliverable has been prepared by the 5G Initiative, via an inter 5G-PPP project collaboration. As such, the 
contents represent the consensus achieved between the contributors to the report and do not claim to be the 
opinion of any specific participant organisation in the 5G-PPP initiative or any individual member organisation. 
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  Glossary 
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3GPP 3rd Generation Partnership Project 

4G 4th Generation of Mobile Communications 

5G 5th Generation of Mobile Communications 

5GC 5G Core Network 
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AC Admission Control 

ACK Acknowledgment 

AES - NI Advanced Encryption Standard – New Instructions 
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AS Application Server 
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DC Data Center 
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DDR Double Data Rate 
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DNN Data Network Name 
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EIH Eavesdropping / Interception / Hijacking 
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FTP, ftp File Transfer Protocol 
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GDPR General Data Protection Regulation 
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GW Gateway 

H2020 Horizon 2020 
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HDFS Hadoop Distributed File System  

HetNets Heterogeneous Networks 

HO Handover 
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HPC High Performance Computing 

HSS Home Subscriber Server 
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HTTP Hypertext Transfer Protocol 

HTTPS Hypertext Transfer Protocol Secure 

HW Hardware 

I/O, i/o Input/Output 
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ICMP Internet Control Message Protocol  

ICT Information Communication Technology 

ID, id Identifier 

IDT Inter Departure Times 

IETF Internet Engineering Task Force 
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NFVO Network Function Virtualisation Orchestrator 
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SNMP Simple Network Management Protocol 
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UPF User Plane Function 

URLLC Ultra-Reliable and Low Latency Communications 

VAP Virtual Access Point 

VCF VNF Composition Framework 

vDPI virtual Deep Packet Inspection 

VDU Virtual Deployment Unit 

VFS Virtual File System 

vGTP virtual GPRS Tunneling Protocol 

VIM Virtualised Infrastructure Manager 

VM Virtual Machine 

VNF Virtualised Network Function 

VNFC VNF Component 

VNFM Virtualised Network Function Manager 

VR Virtual Reality 

VSF Virtual Server Facility 

WebRTC Web Real-Time Communication 

WG Work Group 

WP Work Package 

WWW, www World Wide Web 

XCAP XML Configuration Access Protocol 

XDMS XML Document Management Server 

XML Extended Markup Language 



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2019 

 

 
Deliverable D4.2 (“Final report on advanced virtualisation, dynamic telemetry and service orchestration”)  
 11/122 

 

Table of Contents 

Glossary .................................................................................................................................................... 5 

1 Introduction ................................................................................................................................... 16 

1.1 Motivation and Scope ............................................................................................................ 16 

1.2 Structure of the Document .................................................................................................... 17 

2 Advanced and Efficient Virtualisation Platform ............................................................................. 18 

2.1 Performance Comparison of Network Services Virtualisation Techniques ........................... 18 

2.1.1 Overview of  Virtualisation Technologies ....................................................................... 19 

2.1.2 System Environment and Evaluation Methodology ....................................................... 20 

2.1.3 Evaluation Results .......................................................................................................... 21 

2.2 Unikraft: A Unikernel Creation Framework ........................................................................... 23 

2.2.1 Example Unikernels Created for 5G ESSENCE ................................................................ 25 

2.2.2 Evaluation ....................................................................................................................... 26 

2.3 VNF Composition Framework ................................................................................................ 27 

2.3.1 VCF Design Considerations ............................................................................................. 27 

2.3.2 VCF Software Architecture ............................................................................................. 28 

2.4 Hardware-Accelerated Software Defined Switching .............................................................. 29 

2.4.1 Testbed and results ........................................................................................................ 29 

2.5 VIM Support for High-Performance VNFs .............................................................................. 33 

3 Dynamic Telemetry and analytics based resource allocation ........................................................ 37 

3.1 Introduction ........................................................................................................................... 37 

3.2 5G ESSENCE Monitoring service ............................................................................................. 39 

3.2.1 Prometheus .................................................................................................................... 40 

3.2.2 Management Monitoring Gateway ................................................................................ 40 

3.2.3 Alerts and Alert Manager ............................................................................................... 44 

3.2.4 Exporters ........................................................................................................................ 45 

3.2.5 Grafana ........................................................................................................................... 47 

3.3 Resource Landscaper ............................................................................................................. 48 

3.4 Contextual Information Component ...................................................................................... 50 

3.5 Cloud Resource Analytics & Management ............................................................................. 52 

3.5.1 Placement of service components on Main DC vs. Light DC .......................................... 52 

3.5.2 Machine-Learning-assisted workload placement within the Main DC .......................... 62 

3.5.3 Optimization-based Resource Allocation for VNFs ........................................................ 68 



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2019 

 

 
Deliverable D4.2 (“Final report on advanced virtualisation, dynamic telemetry and service orchestration”)  
 12/122 

 

3.6 Radio Resource ML Management .......................................................................................... 79 

3.6.1 Data Analytics in the RAN ............................................................................................... 79 

3.6.2 Example 1 ....................................................................................................................... 79 

3.6.3 Example 2 ....................................................................................................................... 85 

3.7 Security Threat Assessment of the 5G ESSENCE Platform ..................................................... 93 

3.7.1 Security Analysis of Use Case 1: 5G Edge Network Acceleration at a Stadium ............. 93 

3.7.2 Security Analysis of Use Case 2: 5G RAN Slicing for Mission Critical Applications ......... 95 

3.7.3 Security Analysis of Use Case 3: 5G In-flight Comm. and Entertainment System ......... 97 

3.7.4 Threat and Risk analysis (from the 5G ESSENCE Use Cases) .......................................... 99 

3.7.5 Securing Tenant Workloads in 5G ................................................................................ 102 

4 Orchestration of Distributed End-to-End Services ....................................................................... 104 

4.1 Tools for enhancing the orchestrator framework ................................................................ 104 

4.1.1 Architecture .................................................................................................................. 104 

4.1.2 Description of components .......................................................................................... 105 

4.1.3 APIs ............................................................................................................................... 105 

4.1.4 Workflows .................................................................................................................... 105 

4.2 MANO Functions at the Edge ............................................................................................... 108 

4.2.1 MEC Deployment Options ............................................................................................ 109 

4.2.2 The lightMEC System Architecture............................................................................... 109 

4.2.3 Implementation Details ................................................................................................ 113 

4.2.4 Performance Evaluation ............................................................................................... 115 

5 Conclusion .................................................................................................................................... 117 

Appendix 1: Computation of Congestion Probability .......................................................................... 118 

References ............................................................................................................................................ 119 

 



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2019 

 

 
Deliverable D4.2 (“Final report on advanced virtualisation, dynamic telemetry and service orchestration”)  
 13/122 

 

List of Figures 

Figure 1: Average time to serve one request in Apache HTTP Service among three virtualisation 

technologies. .......................................................................................................................................... 22 

Figure 2: Transfer Rate in Apache HTTP Service among three virtualisation technologies. .................. 22 

Figure 3: Comparison of latency in Redis Service for varying number of request among three 

virtualisation technologies. .................................................................................................................... 23 

Figure 4: Comparison of latency in Redis Service for varying packet sizes among three virtualisation 

technologies ........................................................................................................................................... 23 

Figure 5: Public overview of the Patchwork system, providing insight and accountability into the 

unikraft open-source development process. ......................................................................................... 25 

Figure 6: VCF Deployment Flow ............................................................................................................. 28 

Figure 7: VM to VM Communication: (a) using OVS; (b) using NIC acceleration ................................... 30 

Figure 8: Four VMs to four VMs communication: (c) using OVS; (d) using NIC acceleration. ............... 31 

Figure 9: Performance figures using the intelligent NIC instead of native OVS, in case of single data 

flow and in case of 4 concurrent data flows. ......................................................................................... 32 

Figure 10: How EPA can affect the VNF deployment process. ............................................................... 33 

Figure 11: Support for advanced features must be configured throughout the infrastructure. ........... 36 

Figure 12: Architecture of the 5G ESSENCE Telemetry and Analytics Framework. ............................... 38 

Figure 13: Architecture of the 5G ESSENCE Telemetry and Analytics Framework. ............................... 40 

Figure 14: Architecture of the 5G ESSENCE Telemetry and Analytics Framework. ............................... 46 

Figure 15: An example of a Grafana dashboard. .................................................................................... 48 

Figure 16: Architecture of the Clearwater IMS service .......................................................................... 56 

Figure 17: Deployment Scenario #0 ....................................................................................................... 57 

Figure 18: Deployment Scenario #1 ....................................................................................................... 57 

Figure 19: Profile of the experiments. ................................................................................................... 58 

Figure 20: Average Response Time for the Clearwater IMS with three different levels of stress 

(10.000, 20.000 ...................................................................................................................................... 59 

Figure 21: Probability Density Function of the Response Time when Configuration 0 is applied. ........ 59 

Figure 22: Probability Density Function of the Response Time when Configuration 1 is applied. ........ 60 

Figure 23: PDF of the load (number of packets per second received by Sprout) and related ranges 

(indicated with dotted lines). ................................................................................................................. 60 

Figure 24: Representation of Mean and Standard Deviation for the groups identified at the previous 

step. ........................................................................................................................................................ 61 

Figure 25: Assigning a new workload E to a cluster machine. ............................................................... 62 

Figure 26: Training and Prediction phase of Chronos. ........................................................................... 63 

Figure 27: A step-by-step example of applying Chronos to decide workload placement. .................... 64 

Figure 28: Overhead of collecting hardware counters........................................................................... 66 

Figure 29: Execution of the Neural Network (Inference). ...................................................................... 67 

Figure 30: Sample mobile network, slice request and slice placement. Rectangles in the figures 

represent Data Centers (DC) where core network component VNFs can be spawned/instantiated, 

while solid and dotted lines represent, respectively, CP and UP traffic links. ....................................... 69 

Figure 31: CPU utilization of DU, CU and core nodes. ........................................................................... 76 

Figure 32: FH and BH link utilization. ..................................................................................................... 77 

file:///I:/1_STICKER%20F/SESAME%202%20_%205G%20ESSENCE/WPs/WP4/Deliverable%204.2/5G%20ESSENCE_%20Deliverable%204.2_v1.0_Final.docx%23_Toc10462728


Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2019 

 

 
Deliverable D4.2 (“Final report on advanced virtualisation, dynamic telemetry and service orchestration”)  
 14/122 

 

Figure 33: UEs whose VSF provisioning has been changed. .................................................................. 77 

Figure 34: Quantity of migrated VSFs per DC, acceptance ratio and execution time for all algorithms.

 ................................................................................................................................................................ 78 

Figure 35: Data analytics for enhancing radio admission control in scenarios with stationary and 

mobile users. .......................................................................................................................................... 80 

Figure 36: Blocking probability experienced by GBR services assuming a household with FWA in: (a) 

location 1; (b) location 2. ....................................................................................................................... 83 

Figure 37: Throughput of non-GBR services and probability that GBR services consume more than 

max RBs as a function of the offered GBR load assuming household with FWA in location 2. ............. 84 

Figure 38: Data analytics for optimizing the radio admission control in multi-tenant scenarios. ......... 85 

Figure 39: Comparison between the congestion probability computed by the model and the one 

measured by the simulator for different states. The numbers in parenthesis in the horizontal axis 

represent the number of users n1,1 and n2,1, and considering n1,2=n2,2=0. ............................................. 91 

Figure 40: Probability density functions of the number of required PRBs for  states with n1,1=4, n1,2=1, 

n2,1=13 and different values of n2,2. ........................................................................................................ 92 

Figure 41: Hardware architecture of the stadium scenario. .................................................................. 94 

Figure 42: Hardware architecture of the public safety scenario............................................................ 96 

Figure 43: Hardware architecture of the in-flight scenario ................................................................... 98 

Figure 44: Risk Evaluation Procedure ..................................................................................................... 99 

Figure 45: The Apache Spot architecture. ............................................................................................ 102 

Figure 46: General view of the architecture. ....................................................................................... 104 

Figure 47: Smart placement workflow for new instantiations. ........................................................... 106 

Figure 48: Alert mitigation workflow with smart placement. .............................................................. 107 

Figure 49: Alert Mitigation Manager and monitoring workflow. ......................................................... 107 

Figure 48: Monitoring and Alert Mitigation Manager workflow. ........................................................ 108 

Figure 51: The lightMEC System Architecture. .................................................................................... 110 

Figure 52: Attach Request. ................................................................................................................... 111 

Figure 53: Attach Accept. ..................................................................................................................... 112 

Figure 54: Attach Complete. ................................................................................................................ 112 

Figure 55: Path Switch Request ............................................................................................................ 113 

Figure 56: Path Switch Request Ack. .................................................................................................... 113 

Figure 57: Mobile Edge Platform. ........................................................................................................ 114 

Figure 58: vGTP Service LVNF. .............................................................................................................. 114 

Figure 59: vGTP Service LVNF chain illustrating traffic flow. ............................................................... 115 

Figure 60: MEC Specific Latency Metrics. ............................................................................................ 116 

Figure 61: Caching latency metrics. ..................................................................................................... 116 

 
  



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2019 

 

 
Deliverable D4.2 (“Final report on advanced virtualisation, dynamic telemetry and service orchestration”)  
 15/122 

 

List of Tables 

Table 1: Table 1: Performance Evaluation of network services in different virtualisation platforms. .. 21 

Table 2: KPI comparison of several unikraft images .............................................................................. 27 

Table 3: Enhanced Platform Awareness features available for OpenStack (version “Rocky” – non-

exhaustive list). ...................................................................................................................................... 34 

Table 4: Performance enhancements per Compute feature, published by Intel. ................................. 34 

Table 5: Example listing the NFVI & VIM configurations necessary (per feature). ................................ 36 

Table 6: Example of the configuration files that need to be edited in OpenStack (per feature)........... 36 

Table 7: Accuracy and MRR of ML-based resource placement decision and comparison algorithm. ... 68 

Table 8: Mobile Network Parameters. ................................................................................................... 70 

Table 9: SFC Request Parameters. ......................................................................................................... 71 

Table 10: Binary variables. ..................................................................................................................... 71 

Table 11: Scenario parameters. ............................................................................................................. 83 

Table 12: Maximum GBR capacity (Mb/s) for different scenarios. ........................................................ 84 

Table 13: Simulation parameters. .......................................................................................................... 90 

Table 14: Comparison between the SMDP and the Myopic Approach. ................................................ 91 

Table 15: Congestion probabilities for different states and amount of time in these states with the 

SMDP and myopic approaches............................................................................................................... 92 

Table 16: Stadium scenario security requirements ............................................................................... 94 

Table 17: Mission critical scenario requirements .................................................................................. 96 

Table 18: In-flight entertainment security requirements ...................................................................... 98 

Table 19: Risk Quantification of the 5G ESSENCE assets...................................................................... 100 

 



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2019 

 

 
Deliverable D4.2 (“Final report on advanced virtualisation, dynamic telemetry and service orchestration”)  
 16/122 

 

1 Introduction 
 
The 5G ESSENCE project has prioritized in its goals the actual demonstration of its novel results and work to real 
life and the vertical industries introduced by 5G-PPP. Thus, in WP4 the project follows the approach of focusing 
upon the novel paradigms of Embedded Network Services for 5G, which provide the use case WPs (i.e.: WP5, 
WP6 and WP7) and the technologies to support the proposed 5G demonstration scenarios. Each one of these 
components that will be presented in this deliverable, includes the development of the specific network com-
ponents, which consist of advanced technologies for efficient virtualization, dynamic telemetry and intelligent 
orchestration of distributed end-to-end services. 
In this deliverable (D4.2), we will focus on the Tasks 4.1, 4.2, and 4.3, all being parts of the scope of WP4; Task 
4.4 will be the focus of the future Deliverable 4.3. The main objective is the evaluation of various virtualization 
techniques, as well as the related telemetry and analytics frameworks. 
 
The current activities in the related field NFV orchestrators usually take simplistic decisions on the placement of 
VNFs in a 5G environment, ignoring most of the times the RAN aspect of the testbed and the actual require-
ments of the deployed network services. However, 5G services have strict requirements, which are not easily 
fulfilled by traditional infrastructure sharing models. As the 5G ESSENCE project introduces the novel approach 
of splitting NFV Small Cell (SC) functionalities on different computation capable nodes, namely Light-DC and 
Main-DC, it is important to introduce mechanisms for intelligent and efficient placement mechanisms. Addi-
tionally, the efficiency can be further extended in the field of hosting hypervisor. Regarding this area, the 5G 
ESSENCE framework investigates the performance of Unikernel1 containers compared to standard virtualization 
practices.  
 
One of the main features we would like to highlight in this use case is the capability of a 5G focused monitoring, 
not limited on the NFV aspect but also extended in the RAN aspect. In particular, our 5G ESSENCE solution 
copes with the dynamic reconfiguration challenge. Hence, the slice concept introduced in 5G and the highly 
virtualized and software-based platforms enable adapting on-the-fly the existing slices to the changing envi-
ronment and even creating new slices for addressing new traffic requests.  
However, in order to support such capabilities, advanced and intuitive monitoring mechanisms are required, to 
collect in depth statistics from the underlying infrastructure. This feature is crucial for embedded 5G network 
service environments where disconnections and dynamic of new resources and their configuration is frequently 
required. For this reason, in this deliverable we give a comprehensive study in a wide set of areas from ad-
vanced virtualization platforms, to dynamic telemetry schemes and intelligent orchestration of distributed end-
to-end (E2E) services. 
 

1.1 Motivation and Scope  
 
The 5G ESSENCE is a Leading Edge Project focused on the innovation of Edge Cloud computing and Small Cell as-
a-Service (SCaaS) paradigms by exploiting the drivers and removing the backstops in the Small Cell (SC) market, 
expected to grow at a significant pace up to 2020 and beyond and to play an essential role in the 5G ecosystem. 
The 5G ESSENCE context will build a flexible and efficient ecosystem, capable of creating new business models 
and revenue streams by generating a neutral host market and reducing CAPEX and OPEX. 
 
One of 5G ESSENCE major innovations is the efficient deployment of RAN and cloud infrastructure slices over a 
common physical infrastructure, so that to fulfil the requirements defined by the vertical use cases and the 
mobile broadband services, in parallel. Thus we distinguish the following: 

                                                           
1  A unikernel is a specialised, single address space machine image constructed by using library operating systems. A de-

veloper selects, from a modular stack, the minimal set of libraries which correspond to the operating system (OS) con-
structs required for their application to run. These libraries are then compiled with the application and configuration 
code to build sealed, fixed-purpose images (unikernels) which run directly on a hypervisor or hardware without an in-
tervening OS such as Linux or Windows. More informative details can be found, for example, at: 
https://en.wikipedia.org/wiki/Unikernel 

https://en.wikipedia.org/wiki/Unikernel
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 Advanced and Efficient Virtualization Platforms. 

 
 Dynamic Telemetry and Analytics based Resource Monitoring. 

 
 Development of the Orchestration of distributed End-to-End Services.  
 
5G ESSENCE’s common orchestration of radio, network and cloud resources is expected to contribute signifi-
cantly to the fulfilment of the requirements defined by the entirety of the use cases. The project will bring new 
mechanisms to share both radio and edge computing capabilities in localised / temporary network deploy-
ments between telco operators and market users. The challenge consists of allocating radio, network and cloud 
resources to the critical actors efficiently and by guaranteeing a QoS level. By definition, the project prioritised 
high-quality services. 
 

1.2 Structure of the Document  
 
This document follows a divided approach to demonstrate the holistic achievements of WP4 and how it con-
tributes to the 5G ESSENCE project. It mainly focuses on 3 main / core components required for the efficient 
orchestration, monitoring and hosting of the 5G ESSENCE platform. More generally, the objective of the docu-
ment is to “highlight” the capability of the 5G ESSENCE architecture to cope with the flexibility and dynamic 
configuration requirements of the ever-evolving 5G environment. Towards reaching this goal, this deliverable is 
composed of 5 chapters, structured as follows:  
 
Chapter 1 introduces the general scope and main motivation of the task, and how it couples in the general 5G 
ESSENCE ecosystem. In general, 5G couples a wide variety of technologies ranging from cloud to RAN. Different 
environments have also different requirements which need to be addressed properly. Based on the require-
ment for fast deployment and efficient operation of a virtualized service.  
 
Chapter 2 introduces advanced virtualisation technologies. As the technology aims to compete with various 
current virtualization solution such as Openstack and Docker containers, Chapter 2 presents a set of experi-
mental results that compare the performance of each solution. As Unikernels cover a subset of what we can 
improve in the hypervisor domain, the paradigm of Hardware accelerated software defined switching is also 
presented in this chapter.  
 
In the next chapter, the importance of dynamic telemetry and resource-based monitoring is presented in detail. 
The notion of Cloud and Radio resource specific monitoring is presented, and how it can ameliorate our service 
provision of our 5G system. Additionally, the analytics framework based upon ML-driven mechanisms can pro-
vide useful insights for our system depending on the workload.  
 
Consequently, Chapter 4 demonstrates an orchestration solution of distributed end-to-end services, for intelli-
gent service placement. Based on the 5G ESSENCE concept of network service splitting across Light and Main 
DCs, Chapter 4’s contributions offer an efficient placement mechanism based on the inputs of the Analytics 
framework.  
 
Finally, Chapter 5 concludes the deliverable and provides future directions for the study and experimental re-
sults presented. 
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2 Advanced and Efficient Virtualisation Platform 
 
This chapter, which deals with virtualisation and the Network Function Virtualisation Infrastructure (NFVI), will 
present a number of solutions. It starts by focusing on Virtual Network Functions (VNFs) with an overview of 
the state of the art and a performance comparison of different virtualisation techniques (classic VMs, uniker-
nels, containers2).  
It then presents a solution to create optimized unikernels to leverage their strengths, which are not always 
apparent in the state-of-the-art, before presenting a composition framework for VNFs. Finally, solutions perti-
nent to the NFVI architecture supporting the VNFs are presented in the form of an accelerated software switch, 
improving performance especially in the case of Service Function Chaining (SFC) and in support from the Virtu-
alised Infrastructure Manager (VIM). 
 

2.1 Performance Comparison of Network Services Virtualisation Tech-

niques 
 
Traditionally, network functions, such as firewalls, gateways and caches, were deployed as physical devices, 
where the software was tightly coupled with the proprietary hardware. Mobile Network Operators (MNOs) 
needed to invest a substantial amount of time to manually deploy, configure and troubleshoot physical network 
functions resulting in increased CAPEX and OPEX. To “address” these issues, MNOs have recently started mov-
ing towards virtualised and softwarised network infrastructures, generally referred to as Network Function 
Virtualisation (NFV).  In an NFV environment, network functions are implemented as software entities, called 
Virtual Network Functions (VNFs), which can run on Virtual Machines (VMs), containers or unikernels within 
commercial-of-the-shelf servers rather than being run on dedicated hardware devices, hence providing agility, 
flexibility and cost efficiency.  
 
The current 4G/LTE networks built around centralized cloud computing architecture, where IT resources (com-
pute, storage, network, etc.) required to host VNFs reside in a few big data centres, cannot “meet” the de-
mands of emerging 5G use cases such as connected vehicles, virtual reality (VR), and Internet of Things (IoT), 
which require rapid response, uninterrupted service continuity and higher data rates. To support these use 
cases, cloud computing is undergoing a radical shift from the conventional centralized architecture to a rather 
distributed Multi-access Edge Computing (MEC) architecture by pushing IT resources to edge nodes (e.g., base 
stations (BSs)) to facilitate hosting of VNFs closer to end-users [1], which is also the fundamental objective of 
the 5G ESSENCE effort.  
 
Nevertheless, despite the fact that the emerging 5G scenarios call for more flexibility at the edges of the net-
work, there are still a number of open challenges that need to be addressed before NFV can be effectively de-
ployed in such environments. This includes distributed management and orchestration of network services, 
lightweight virtualisation of computing resources, support for heterogeneous access technologies, multi-
tenancy and the interplay between SDN and NFV, which were discussed in detail in Deliverable 4.13.  
Considering the challenges associated with the network edge, one can preferably use lightweight virtualisation 
technologies (e.g., containers, unikernels) that has a smaller footprint compared to VMs, enabling faster service 
provisioning, scaling and migration. The 5G ESSENCE Main DC can host all three VNF realization options from 
the perspective of its hardware capabilities, while the light DCs might have to consider only a subset of these 
options due to its resource constraints. Thus, it is of vital importance to analyse the capabilities that each of 
these virtualisation platforms can offer. 
 
 

                                                           
2  For more details see, for example: https://en.wikipedia.org/wiki/Operating-system-level_virtualization#cite_note-1 
3  See the context of the 5G ESSENCE Deliverable D4.1 (“Optimisation of virtualisation, orchestration and resource alloca-

tion”), available at: http://www.5g-essence-h2020.eu/Deliverables.aspx  

https://en.wikipedia.org/wiki/Operating-system-level_virtualization#cite_note-1
http://www.5g-essence-h2020.eu/Deliverables.aspx
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2.1.1 Overview of  Virtualisation Technologies 
 
When talking about virtualisation, the most popular one is hypervisor-based virtualisation4. The hypervisor5 is a 
software layer that abstracts the underlying physical resources and provides virtual machines with full func-
tionalities of a real system. It is possible to classify hypervisors into two different categories, type 1 and type 2 
hypervisors. Type 1 hypervisors directly run on bare metal6 hardware without the need of the host operating 
system whereas type 2 hypervisors are installed as an application on top of the operating system. Xen  [1] [2] 
and HyperVare [3] are examples of type 1 hypervisor while KVM [4], VirtualBox [5], and VMWare Workstation 
[6] are examples of type 2 hypervisors. Currently, employing VMs for VNF deployment is the main trend in the 
cloud. VMs provide a good level of security for the applications due to the isolation that happens at the hard-
ware level. The principal inclination in the cloud is to use general-purpose operating systems and assign each 
VM to run a single service, which results in large image size with a full list of features that are not required for 
the service. This also makes the instantiation time, migration and scaling very costly. 
 
Container-based virtualisation7 is another virtualisation approach that has gained attention, in which virtualisa-
tion happens at the host level and provides an isolated environment for processes. Containers are lightweight 
and portable application instances containing the libraries and dependencies required for that application. 
Linux8 by default has namespaces and cgroups features, which gives the ability to create an isolated environ-
ment and limiting the access of each application to the shared resources, respectively. Containers can be start-
ed in a few milliseconds as it does not need to emulate hardware and boot a complete operating system. 
Moreover, container images are usually smaller than virtual machine images since they do not include device 
drivers, kernel or init system9. Multiple container engines have been introduced for simplifying the creation, 
running, and termination of containers, among which LXC [7], Docker [8], and rkt [9] have gained more popular-
ity. 
 
A unikernel [10] is a specialized, single address space machine image constructed by using library operating 
systems. Unikernels are completely opposed to the monolithic approach of OS design and emerged as a solu-
tion to provide OS services and features including the networking stack, memory access and scheduling in the 
form of libraries to construct lightweight, single-purpose and secure virtual machine images. Unikernels are 
extremely light-weight, eliminating all the OS services, features and libraries that are not required for running 
an application. Regarding the limited OS libraries that are used for each application, the attack surface shrinks 
significantly leading to better security levels. Unikernel approach allows to run only one application inside each 
unikernel instance and cannot be expanded after its creation. Since the introduction of Mirage [11], the first 
platform for constructing unikernels, many other platforms such as Light-weight Virtual Machine (HaLVM [12]), 
IncludeOS [13], OSv [14], and Rumprun [15] have emerged but few of them have gained attention. Rumprun is 
different from other solutions, in the sense that device drivers that constitute the majority of the code lines of a 
unikernel can be deployed in user-space.  
By this approach, crashes in drivers do not lead to the failure of the whole VM. Rumprun employs NetBSD10 
kernel drivers to support application execution. POSIX applications11 can be easily ported to Rumprun unikernel 

                                                           
4  See, for example: https://www.sciencedirect.com/topics/computer-science/hypervisor-based-virtualization 
5  A hypervisor or virtual machine monitor (VMM) is computer software, firmware or hardware that creates and 

runs virtual machines. For more informative details see, among others: https://en.wikipedia.org/wiki/Hypervisor 
6  A “bare-metal server” is a computer server that is a “single-tenant physical server”. The term is used nowadays to dis-

tinguish it from modern forms of virtualization and cloud-hosting. Bare-metal servers have a single “tenant”. They are 
not shared between customers. Each server may run any amount of work for the customer, or may have multiple simul-
taneous users, but they are dedicated entirely to the customer who is renting them. Unlike many servers in a data cen-
tre, they are not being shared between multiple customers. Bare-metal servers are “physical” servers. Each logical serv-
er offered for rental is a distinct physical piece of hardware that is a functional server on its own. They are not virtual 
servers running in multiple on shared hardware. Also see the discussion proposed in: https://loige.co/from-bare-metal-
to-serverless/ 

7  For more informative material also see, inter-alia: https://searchitoperations.techtarget.com/definition/container-
containerization-or-container-based-virtualization 

8  https://www.linux.org/ 
9  For further informative details also see: https://fedoramagazine.org/what-is-an-init-system/  
10  For more details see: http://www.netbsd.org/docs/kernel/ 

https://www.sciencedirect.com/topics/computer-science/hypervisor-based-virtualization
https://en.wikipedia.org/wiki/Hypervisor
https://loige.co/from-bare-metal-to-serverless/
https://loige.co/from-bare-metal-to-serverless/
https://searchitoperations.techtarget.com/definition/container-containerization-or-container-based-virtualization
https://searchitoperations.techtarget.com/definition/container-containerization-or-container-based-virtualization
https://www.linux.org/
https://fedoramagazine.org/what-is-an-init-system/
http://www.netbsd.org/docs/kernel/
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without imposing any changes to the application. Moreover, it supports different platforms including KVM, Xen, 
and bare-metal platforms supported by NetBSD. 
  

2.1.2 System Environment and Evaluation Methodology 
 
The experimental setup comprises of an Intel NUC device equipped with a Kingston12 SODIMM DDR4 RAM with 
16GB capacity and an Intel(R) Core(TM) i7-7567U CPU with 3.50GHz clock rate. Ubuntu 18.04.1 LTS is used as 
the host operating system in all the platforms. In VM and unikernel scenarios, Qemu13 is used as the hypervisor 
alongside KVM to achieve a near-native performance. Furthermore, the Docker container14 engine (version 
18.06.1-CE15) is used to run containers on the system. The communication between containers and the host 
operating system is established through Docker’s default bridge (Docker0). Moreover, the guest operating sys-
tem of virtual machines, as well as unikernels, are connected to the host operating system through Linux bridge 
and a static IP address that is assigned to veth pairs16.  
 
We will examine the performance of two services, namely, Apache Hyper Text Transport Protocols17 (HTTP) 
server and Redis18 key-value store, on the three aforementioned virtualisation platforms. The main objective is 
to reach an understanding on the impact of virtualisation platforms on the performance of the services and 
clarify the pros and cons of each platform. Apache is a cross-platform open-source HTTP server responsible for 
managing web pages in an efficient manner. Many factors such as design, usability and web page content are 
critical for the success of a website but the most important factor is the real performance of the web server. 
Therefore, evaluating such performance becomes an integral part of the deployment. Redis is a data structure 
server employed for storing different types of values. Redis can be used for storing data, caching data, or simply 
as a message broker. 
  
As part of our experiment, we used a number of standard micro-benchmarks and workloads mentioned below. 
Both benchmarking tools are installed on the host operating system to send requests to the servers and to 
collect results from the experiment. Each test is executed multiple times and the values reported are averaged 
out. 
 
1. Memtier is a command line utility developed by Redis Labs for load generation and benchmarking NoSQL19 

key-value databases. It offers multi-threaded, multi-client execution with multiple configuration options. 
 
2. ApacheBench (ab) is a single-threaded command line computer program for measuring the performance 

of HTTP web servers. It is generic enough to test any web server. 
 
We determine different types of overhead for running these services in virtualisation platforms by measuring 
CPU utilization, memory utilization, and storage overheads. Furthermore, we measure the latency of Apache 
service in responding to user requests and the latency involved in storing and retrieving data for different traffic 
patterns in Redis service.  
 

                                                                                                                                                                                      
11  The Portable Operating System Interface (POSIX) is a family of standards specified by the IEEE Computer Society for 

maintaining compatibility between operating systems. POSIX defines the application programming interface (API), along 
with command line shells and utility interfaces, for software compatibility with variants of Unix and other operating sys-
tem. 

12  See: https://www.kingston.com/en/memory/desktop-notebook 
13  QEMU is a generic and open source machine emulator and virtualizer. For more details see: https://www.qemu.org/ 
14  See: https://www.docker.com/what-docker 
15  For more details also see, for example: https://docs.docker.com/engine/release-notes/#18061-ce 
16  See, for example: http://man7.org/linux/man-pages/man4/veth.4.html 
17  See: https://httpd.apache.org/docs/2.4/programs/httpd.html 
18  See: https://redis.io/ 
19  For further information see, for example: https://en.wikipedia.org/wiki/NoSQL 

https://www.kingston.com/en/memory/desktop-notebook
https://www.qemu.org/
https://www.docker.com/what-docker
https://docs.docker.com/engine/release-notes/#18061-ce
http://man7.org/linux/man-pages/man4/veth.4.html
https://httpd.apache.org/docs/2.4/programs/httpd.html
https://redis.io/
https://en.wikipedia.org/wiki/NoSQL
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2.1.3 Evaluation Results 
 
The first comparison that can be drawn is the difference in the image size for similar services. As it can be seen 
in Table 1, the image size of Rumprun unikernels for both services is significantly lower than other platforms (in 
fact, less than 10 MB). The main reason being that unikernels only contain the dependencies required to run 
the application and removes all other libraries and binaries that are unnecessary for running the application. 
Contrary to the unikernels, applications running in containers require normal operating system operations, 
which are provided by a lightweight Ubuntu OS20 for both applications. The Ubuntu OS image size is 88.1 MB 
and together with the application and its dependencies, the overall image size reaches 115 MB for Apache 
service and 118 MB for Redis service. Obviously, VMs are not comparable with other platforms because of the 
general-purpose operating system that is running inside the VM which reaches 15 GB with minimal utility instal-
lation. 
 
Memory and CPU utilization are often important performance metrics to be monitored at the edge nodes, 
mainly due to its strict resource constraints. Memory consumption and single core utilization are monitored for 
the duration of the experiment at one second time interval by using the top Linux tool and from Docker Com-
mand Line Interface with stats command. As illustrated in Table 1, the memory usage of containers is much less 
than Rumprun unikernel and VMs. The main reason being the efficient and dynamic usage of memory in con-
tainers as opposed to the fixed size memory allocation in Rumprun unikernels. Although VMs use the memory 
dynamically, due to the huge number of services running on the general-purpose operating system they cannot 
compete with containers.  
As we see again in Table 1, the CPU utilization of both services are very low in the idle mode and it increases 
drastically when requests are destined at the service, especially for Rumprun unikernels. Additionally, uniker-
nels and VMs employ a hypervisor layer (KVM + Qemu in our case) that uses the acceleration methods to speed 
up running applications, which in return adds additional processing to the system. 
 

Table 1: Table 1: Performance Evaluation of network services in different virtualisation platforms. 

 

KPI Service Unikernel Container Virtual Machine 

 
Image Size 

Apache 6.6 MB 115 MB 3.95 GB 

Redis 3.7 MB 118 MB 3.95 GB 

 
Memory Utilization 

Apache 128 MB 20 MB 2.97 GB 

Redis 144 MB 32 MB 2.83 MB 

CPU Utilization  
(Idle mode) 

Apache 1.6% 0.23% 4.8% 

Redis 0.8% 0.16% 3.27% 

CPU Utilization (Run-
ning mode with 1000 

requests) 

Apache 25.3% 20.0% 24.55% 

Redis 19.56% 20.3% 24.54% 

 

                                                           
20  See: https://www.ubuntu.com/desktop 

https://www.ubuntu.com/desktop
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Next, we conducted experiments to evaluate the behavior of the Apache service deployed in different virtuali-
sation technologies by measuring the average time required to serve each request and also the average trans-
fer rate of the server, over a varied number of requests.  
As depicted in Figure 1, the average time per request in Rumprun unikernel or/and VM deployment is twice 
more than that in Docker container deployment, the main reason being the poor process management in 
Rumprun unikernel where fork() and execve() system calls for creating child processes are not supported.  
Similar experiments were also performed to evaluate the transfer rate of the Apache service in different de-
ployments and as observed in Figure 2, Rumprun unikernel performs poorly compared to containers and VMs. 
Furthermore, similar to Apache service, we determine the average latency of SET and GET operations for Redis 
service in all three deployments. To perform these measurements, we first vary the number of requests sent to 
the server from 100 to 30000 by fixing the packet size to 32KB. As it can be inferred from Figure 3, increasing 
the number of requests does not affect the server’s performance, while the Rumprun unikernels perform poor-
ly comparing to containers and VMs. Then, we study the impact of varying packet size on the Redis service by 
generating 1000 requests and varying the packet size of the requests from 16 to 512KB. As we see in Figure 4, 
although the average latency increases slightly with the increase in packet size, the performance of different 
virtualisation platforms is still the same as observed in previous experiments. 
 

 
 
Figure 1: Average time to serve one request in Apache HTTP Service among three virtualisation technologies. 
 
 

 
 

Figure 2: Transfer Rate in Apache HTTP Service among three virtualisation technologies. 
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Figure 3: Comparison of latency in Redis Service for varying number of request among three virtualisation 
technologies. 

 
 

Figure 4: Comparison of latency in Redis Service for varying packet sizes among three virtualisation technolo-
gies. 

 
While container advocates say that their lightweight memory footprint, quick boot time and ease of packaging 
makes containers the future of virtualisation, and while these aspects of containers are certainly notable from 
the above results, they do not spell the end of the world of the hypervisor.  
In fact, unikernels may reduce the long-term usefulness of containers: On the one hand, unikernels facilitate the 
very same desirable attributes described by the container proponents, and the evaluation results show that 
containers and unikernels each outperform the other depending on metric. On the other hand, they provide a 
much higher level of security and isolation which few other solutions can match. 
 

2.2 Unikraft: A Unikernel Creation Framework 
 
In last year’s Deliverable 4.1, we described the motivation and early steps of unikraft21, a unikernel generation 
framework. Unikernels have increasingly gained traction in the fields of virtualisation, cloud computing and 
VNFs. They promise to combine the advantages of classic VMs with many of those of containers. While VMs 
excel at isolation, encapsulating a complete OS and reducing the risk of a privilege excursion by providing a 
small generic interface to the virtual machine monitor (also called a hypervisor) in the form of virtualised hard-
ware devices, containers provide generally smaller memory footprints and overall size of the virtualised system, 
due to the fact that they do not provide a full OS, but instead use support from the underlying OS such as 
namespaces to isolate the containers from each other. 
 

                                                           
21  For more details also see: https://www.xenproject.org/developers/teams/unikraft.html 

https://www.xenproject.org/developers/teams/unikraft.html
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Unikernels aim to combine those advantages: by compiling the application and OS code into a single binary, 
each unikernel can be tailor-made for a specific purpose, and parts of the OS that are not needed can be elimi-
nated. For example, a VNF will need networking support, but there would generally be no need for full-fledged 
graphics support, and potentially no need for any file systems, either. In this case, those pieces of the OS can be 
eliminated, reducing the size of the unikernel binary and its runtime memory requirements. As a beneficial side 
effect, this shrinking also provides an additional hardening of the software, since code that is not part of the 
binary cannot introduce bugs that could compromise security. As such, unikernels also provide an interesting 
avenue towards tiny, minimal, fully analysed and certified VMs in safety and security-critical areas. 
 
The big downside of unikernels is that until now, in most cases, unikernel creation has been a time-consuming 
manual effort. Unikernel development generally starts from one of the various minimal operating systems 
available (e.g., MiniOS [16] or OSv [14]), and then handcrafting the additional parts required for proper func-
tioning. One goal targeted within 5G ESSENCE is thus to create a framework, named unikraft, to reduce this 
overhead, to make unikernel development a less costly endeavour and broaden their applicability.  
In Deliverable 4.1, we described the building blocks of unikraft, namely a library-based development system 
and an advanced configuration and build system. 
 
Since this early release state described in Deliverable 4.1, unikraft has been under heavy development and 
been constantly increasing is functionality and scope. In February 2019, a new version of unikraft was released. 
This one includes a large number of functional improvements over the state one year ago. Unikraft now has 
support for the following features: 
 

 Wide support for different CPU architectures and virtualisation platforms: 
o x86_6422 support for QEMU/kvm23, Xen24, bare metal support. 
o Arm32 support for Xen25. 
o Arm64 support for QEMU/kvm and Xen26. 

 

 Xen support includes support for basic Xen-internal communication primitives, such as the Xenstore27 
and Xenbus28. 
 

 Modular scheduler support, including a lightweight cooperative scheduler. 
 

 Support for both a full-size standard libc library implementation via newlib, as well as a minimal inter-
nal implementation subset for more size-conscious deployments. 
 

 Full networking support on Xen and kvm, including a lightweight, but feature-complete network stack 
based on lwip [17]. 
 

 File system support, including a simple RAM-based filesystem. 
 
Overall, the code base grew massively over the last year, almost doubling in size, from approx. 23000 LoC in 
May 2018 to 43000 LoC in May 2019. 
 
The project has also attracted various outside contributors to its open-source efforts. Most significantly, Arm 
Ltd. has provided development effort to provide comprehensive support for Arm CPUs, a significant step of 
relevance for the 5G ESSENCE context, considering the proliferation of Arm CPUs on edge-deployed systems. 
To streamline to code review system of code provided by outside contributors, and to increase the accountabil-
ity of unikraft’s core development team, we provided a code review monitoring system based on patchwork 

                                                           
22  See, for example: https://en.wikipedia.org/wiki/X86-64  
23  See, for example: https://www.berrange.com/posts/2018/06/29/cpu-model-configuration-for-qemu-kvm-on-x86-hosts/  
24  See, for example: https://wiki.xenproject.org/wiki/Xen_Project_FAQ_Compatibility  
25  See, for example:  https://wiki.xenproject.org/wiki/Xen_ARM_with_Virtualization_Extensions  
26  See, for example: https://xenproject.org/2014/04/01/virtualization-on-arm-with-xen/  
27  See: https://wiki.xen.org/wiki/XenStore 
28  See: https://wiki.xen.org/wiki/XenBus 

https://en.wikipedia.org/wiki/X86-64
https://www.berrange.com/posts/2018/06/29/cpu-model-configuration-for-qemu-kvm-on-x86-hosts/
https://wiki.xenproject.org/wiki/Xen_Project_FAQ_Compatibility
https://wiki.xenproject.org/wiki/Xen_ARM_with_Virtualization_Extensions
https://xenproject.org/2014/04/01/virtualization-on-arm-with-xen/
https://wiki.xen.org/wiki/XenStore
https://wiki.xen.org/wiki/XenBus
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[18]. This allows the public to follow the unikraft open-source development process, in which patches are sent 
to a mailing list and reviewed by maintainers, who then ask for changes or upstream the provided patches. 
 

 
 

Figure 5: Public overview of the Patchwork system, providing insight and accountability into the unikraft 
open-source development process. 

 
These changes were significant in bringing practical applicability of unikraft to the 5G ESSENCE context. While 
Arm support is important for mobile edge scenarios, and as such for potential Light DC deployments, this will be 
discussed in more detail in Deliverable 3.229 and will not be explored here.  
However, adding networking support was obviously one of the main driving factors for the adoption of uniker-
nels in the 5G ESSENCE framework, because without networking support, no serious VNF functionality can be 
provided.  
 

2.2.1 Example Unikernels Created for 5G ESSENCE 
 
Within WP4, to the extent of which it is not focused on the use cases explored in-depth in WP5, WP6 and WP7, 
the unikernel design for the 5G ESSENCE’s scope has focused upon showcasing the potential possibilities. To 
this end, several unikraft unikernel were developed. 
 
First, a unikernel that did not have any network functionality and only produced some console output. This 
initial version was created as an early prototype and building block for the interaction between Task 4.1 and 
4.3. The main goal here was to explore potential technical pitfalls in deploying and orchestrating unikernels (as 
a new technology different from standard VMs) via OpenStack30 and OSM31. These tests showed that unikernels 
can be made fully compatible with these technologies and do not need any changes to the VIM and orchestra-
tion infrastructure to integrate into such systems. The only additional steps for this integration can be automat-
ed on unikernel creation, to make sure the images are bootable by the VIM. 
 

                                                           
29  5G ESSENCE Deliverable D3.2: “Final report on network embedded cloud, 5G cSD-RAN controller and network slicing”. 
30  See: https://www.openstack.org/ 
31  OSM is delivering an open source Management and Orchestration (MANO) stack aligned with ETSI NFV Information 

Models. As an operator-led community, OSM is offering a production-quality open source MANO stack that meets the 
requirements of commercial NFV networks. For further information see; https://osm.etsi.org/  

https://www.openstack.org/
https://osm.etsi.org/
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A second unikernel to showcase network functionality was provided to test integration with the network func-
tionality of OpenStack. This unikernel uses lwip as its network stack, and has support for functionality such as 
DHCP, allowing seamless integration with dynamic address allocation. Furthermore, it supports IP version 4 and 
6, TCP and UDP, as well as a number of NFV-relevant management protocols, such as IGMP and SNMP. Two 
versions were created to provide different functionality. For UDP, an echo server was implemented following 
the Echo protocol [19] which allows for simple functionality testing. For TCP, a server was implemented that 
replies to HTTP requests with a static HTML page: the simplest implementation of a web server, which could 
then be extended. 
 
Finally, a full-fledged NFV routing unikernel was implemented. As a starting point, we selected the Click modu-
lar router [20] [21] and ported it to be a unikraft library. This means that Click’s powerful functionality, stem-
ming from its multitude of modules, can be used inside a unikraft-created unikernel. Click allows not only high 
complex and modular packet filtering, rewriting, and scheduling scheme, but also via a configuration language 
the dynamic reconfiguration at runtime. For the purposes of the 5G ESSENCE framework, we extended Click 
with additional modules. On the one side, we created network driver modules that interact with unikraft’s net-
work interface management. On the other side, we created a new load balancer module that allows adding and 
removing end points from the load balancer at run time (instead of an initial, immutable static setup). Servers 
can announce their presence to the load balancer and are then added to the load balancing. Likewise, they can 
announce their impeding shutdown and ask to be removed from the load balancing. This dynamic scheme, in 
combination with servers that announce their arrival or departure when spun down dynamically according to 
load, is one of the building blocks of the WP4-internal deployment and integration, which will be explained in 
more detail in the subsequent Deliverable D4.332. 
 

2.2.2 Evaluation 
 
As can be seen in the results in Section 2.1.3, unikernels are not necessarily smaller and less re-source-intensive 
than containers, because the term “unikernel” comprises a wide range of technology, whose only common 
property is a fusion of kernel and user space. Hence, it depends very much on the technology used to minimize 
the amount of code compiled and linked into a unikernel. Rumprun, which was used in that evaluation, does 
not provide a proper code elimination stage. Its main goal as an exploratory software project (which by now has 
fallen dormant) was converting the complete BSD kernel into a unikernel. As such, typical rump unikernels 
contain the full BSD kernel, a full set of standard libraries, and further helper code. Conversely, unikraft’s design 
from the ground up was to facilitate nimbleness and elimination of any unused code. This case be seen in re-
sults such as image sizes, RAM requirements, and boot time, which we will present in the following. 
 
For this evaluation we consider three simple NFV unikernels. One is a UDP echo server, that is, it listens to data 
on a port and echo that data back, which can be considered one of the most simple network deployments pos-
sible, and can serve as a baseline. The second is a HTTP server which statically serves websites. Finally, the last 
is a unikernel containing the Click modular router framework, allowing for rich routing functionality, such as 
firewalling, routing, load balancing, etc. This unikernel contains all the network functionality of the Click modu-
lar router and can execute a variety of tasks depending on the configuration that is loaded with the unikernel. 
 
The numbers shown in Table 2 are for the KVM target. Thus, a simple echo server can be run as a KVM virtual 
machine in as little as 2 MB of memory, from an image of less than 170 kB, and booted (and ready for connec-
tions) in less than 150 ms, which includes creating the virtual network device.  
If necessary, these can be further optimized (as we described in Deliverable 4.1), but for most scenarios, these 
numbers will be more than sufficient. The static HTTP server provides similar KPIs. Note, again, that this is a 
very minimal server for only serving limited static HTML pages. A full-size web server such as Apache or nginx33 
would likely be significantly larger due to its own code basing already being quite large. However, a simple REST 
API unikernel providing, e.g., information on readings at the edge, should not be much larger or slower. Finally, 
the Click unikernel takes significantly longer to boot and be available, but this is partially due to it having to 

                                                           
32  5G ESSENCE Deliverable D4.3: “Pre-integration of CESCM, two-tier cloud and service orchestration – Overall platform 

unification”. 
33  See: https://www.nginx.com/  
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parse a human-readable configuration (in the test case, for a load balancer) and initialize the routing setup; 
nevertheless, it still takes less than a second from initiating the creating of the VM to full availability. 
 

Table 2: KPI comparison of several unikraft images. 
 

KPI UDP Echo Static HTTP Click Modular Router 

Image Size 169 kB 341 kB 2193 kB 

Memory Requirements 2 MB 3 MB 5 MB 

Boot time 137 ms 149 ms 916 ms 

 

2.3 VNF Composition Framework 
 
The VNF composition framework (VCF) is an ETSI NFV compliant solution which provides a set of functionalities 
out of scope of 3GPP standard, realized as network functions that are useful for implementation and deploy-
ment of third party virtualised 3GPP protocol stack. It is an abstraction layer between the operating system and 
the stack. In Deliverable 4.1 [22] the basic services provided by VCF were described. In this chapter we describe 
the detailed software architecture of the VCF. This framework will be helpful in supporting VNF development 
and its composition and execution, especially when real-time deployments are foreseen, as in the case of virtu-
alised RAN where different elements of the radio stack (protocols) are virtualised and deployed as separate 
modules. But VCF can also be used to any alternative set of VNFs that need handful tools for their development, 
deployment and life-cycle management. 
  

2.3.1 VCF Design Considerations 
 
The 3rd party stack will be in the form of Network Functions (NFs). The way they are deployed will make them 
either Physical NFs (PNFs) or Virtual NFs (VNFs). PNFs can be deployed on a SoC in a base station, under control 
of real time operating system (RTOS), while VNFs are deployed in a cloud/fog/edge, using a manager and or-
chestrator (MANO). As defined by ETSI [23], VNFs consist of VNF Components (VNFCs), which connect through a 
proprietary interface and together make a VNF. The communication is achieved over resources given by virtual 
machines and Network Function Virtualisation Infrastructure (NFVI) on which VNFCs run. For example, the Set-
tings Server provided by the VCF is a VNFC, which can be used to configure a VNF (even containing only this one 
VNFC). However, a VNF has one “master” VNFC, which is responsible for communication with VNF Manager 
(VNFM) over the interface termed “Ve-vnfm-vnf” by ETSI. This interface is described in [24], however the speci-
fication is quite vague, for example some of the types used do not seem to be defined. What is clear is the need 
for a common “master” VNFC that will talk over proprietary interface with other VNFCs. This role will be done 
by Element Manager module. If there is no common implementation of Ve-vnfm-vnf, then appropriate imple-
mentation of Element Manager will have to be made for any VNFMs we will want to work with. The design of 
the Element Manager’s proprietary part will have to be done carefully, to include all the (vague) requirements 
defined by ETSI specification. 
 
VNFs will also need a metadata definition file – the VNF Descriptor (VNFD), described by ETSI in [25]. It de-
scribes resource requirements, connections, forwarding graphs of the VNFs. What’s important to note is that 
the VNFD required by VNFMs is independent of actual modules and may describe either a single module or any 
combination of them. Therefore, we can focus on implementing the modules and make VNFDs for them at later 
stage. Element Manager shall define a proprietary API (ZMQ34 + Protocol Buffers, with client library) that will be 
compatible with ETSI VNF specification. All modules shall use this API for management. For each VNFM and OS 
that the stack will work with, we shall have an implementation of Element Manager acting as translator. In 
current development phase, Linux is supported, through a basic CLI. Later support for open source VNFM, such 
as OpenBaton35, Open-O36, Juju37 or Tacker38 can be developed. Note that some EC-funded projects, like SONA-

                                                           
34  https://github.com/zeromq 
35  See: https://openbaton.github.io/cases.html 
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TA39, provide SDKs for VNF development. However, they do not provide libraries for code development, only 
some bundled tools for making VNFDs. 
 

2.3.2 VCF Software Architecture 
 
The VCF deployment flow is depicted in  

Figure 6. To create a VNFC, four different inputs are needed: a) the VCF code; b) real time model of the protocol 

stack; c) the protocol definition, and; d) the messaging library. The code is then compiled using various compil-
ers like gcc, clang or icc to create the Linux executable of the VNFC. The first input, the VCF code, is the code of 
the VCF services which were described in detail in Deliverable 4.1. Namely, the VCF provides centralized set-
tings distributor, cryptographic services and logging backend (Settings Server, Cryptography Server, Logging 
Server). It also allows translation of time-triggered architecture into message-passing architecture (Time Server, 
Alarm Server). Moreover, it helps in implementation of stateless components and facilitates zero-copy mes-
sage-passing through centralized memory management (Memory Server, State Server). 
Next, it manages and controls components through well-defined interfaces (Element Manager, Watchdog). And 
finally, it allows plug-and-play extensions of classic point-to-point (P2P) message passing architecture through 
routing component (Sidelink Manager, Work Manager). Second input, the stack models, are the descriptions of 
the 3rd party protocol stack. We prepared an integrated solution for C code generation from the UML models. 
They are created in Papyrus-RT [26], written as XML files and translated to C, by a C_generator tool. The third 
input, protocol definition, is the description of the interfaces between the communicating modules. They are 
developed using google Protocol Buffers (protobufs) [27], which provide an efficient way for data serialization. 
Finally, the fourth input, the messaging library, is provided by third parties. It is advised to follow the ZeroMQ 
[28] for efficient and lightweight process communication and, optionally in future DPDK for parsing accelera-
tion. 
 

 
 

Figure 6: VCF Deployment Flow. 

  

                                                                                                                                                                                      
36  See, for example, the context proposed in: https://docs.opnfv.org/en/stable-

gambia/submodules/opera/docs/development/overview/overview.html 
37  See: https://jaas.ai/ 
38  See: https://wiki.opnfv.org/display/mano/OPNFV+Upstream+Projects 
39  SONATA (Service Programming and Orchestration for virtualised Software Networks) is a 5G-PPP Phase 1 project under 

Grant Agreement No.671517. For more details see: http://www.sonata-nfv.eu/  

https://docs.opnfv.org/en/stable-gambia/submodules/opera/docs/development/overview/overview.html
https://docs.opnfv.org/en/stable-gambia/submodules/opera/docs/development/overview/overview.html
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2.4 Hardware-Accelerated Software Defined Switching 
 
The 5G ESSENCE project, as well as any other one based on VNFs, requires communication technologies able to 
provide high bandwidth and low latency. The latency parameter, in particular, should not be underestimated 
because it is directly correlated to communication determinism and efficiency. Low latency means higher reac-
tivity, and this is especially important for small packets (packets with small payloads). Considering that in a 
complex system small control packets represent typically a very significant part of the traffic, everyone can 
easily understand the importance of communication latency for the efficiency of the entire system. On the 
other hand, when someone is dealing with data-driven applications or with contents such as Video streams, 
spanning from HD up to 8K or even 16K definition, the bandwidth becomes the main parameter to consider if 
he/she does not want to congest the system with dramatic reduction in QoS. 
 
Speaking of bandwidth, in the past 5 years there has been considerable progress. If someone considers, for 
example, the evolution of the Ethernet protocol, in a few years it has gone from 1 Gbit/s to 10 Gbit/s, up to 100 
Gbit/s and beyond. This means 100x improvement in maximum “theoretical” bandwidth. Anyway, what mat-
ters is the “real” bandwidth, and this is a parameter determined also by latency, whose improvements, on the 
same interfaces, have been much smaller, mainly due to TCP/IP protocol stack. In fact, to overcome this issue, 
new Hardware-accelerated technologies came into light, like RoCE (RDMA over Converged Ethernet40), whereas 
HPC networking is progressively shifting to low latency Infiniband protocol.  
 
In this deliverable we consider both of these two requirements together (i.e., bandwidth and latency) to pro-
pose a solution aiming at improving the data access problem inside a virtualised infrastructure. 
The network components that are responsible for ensuring inter-VNF communication are physical switches 
(inter-node) and virtual switches (intra-node). Despite the flexibility of virtual switches, they are facing major 
problems such as lack of I/O performance, unpredictability of application performance, and high CPU overhead. 
Even before a virtual switch reaches its limits, switch congestion can lead to a progressive and significant slow-
down of the network. In addition to that, the evolution of modern CPUs goes towards a progressive increase in 
the number of cores. A standard server equipped with dual socket INTEL SC CPU, can reach 112 virtual cores, 
which become 128 with AMD EPYC41 CPU! More cores allow more VNFs to be deployed, with the consequent 
explosion in intra-node traffic.  
 
To overcome this problem, following the analysis of D4.1, we selected a new generation NIC that promises to 
solve this problem brilliantly by allowing the packet processing operations to be offloaded from the virtual 
switch to the physical switch integrated into the NIC, while keeping the SDN control plan intact. In the case of 
OVS, the SDN control plane remains the same: forwarding table and policy information are communicated from 
a corresponding SDN controller through OVS running in user space. This technology allows more Virtual Ma-
chines (that is more VNFs) and more tenants on the same hardware, and guarantees higher performance with-
out the associated CPU load.  
 

2.4.1 Testbed and results 
 
The server we used to test intra-communication between VMs has the following characteristics:  

 

 CPU:   2 x Intel® Xeon® Silver 411442, 10 Core, 2.2 - 3.0 Ghz 
 

 RAM:   128GB DDR4 ECC memory 
 

 NIC:   Mellanox ConnectX-4 Lx EN NIC43, 10GbE single-port SFP2844 

                                                           
40  See: https://en.wikipedia.org/wiki/RDMA_over_Converged_Ethernet 
41  See: https://www.amd.com/en/products/epyc 
42  See: https://ark.intel.com/content/www/us/en/ark/products/123550/intel-xeon-silver-4114-processor-13-75m-cache-2-

20-ghz.html 
43  See: http://www.mellanox.com/page/products_dyn?product_family=219&mtag=connectx_4_lx_en_card  

https://en.wikipedia.org/wiki/RDMA_over_Converged_Ethernet
https://www.amd.com/en/products/epyc
https://ark.intel.com/content/www/us/en/ark/products/123550/intel-xeon-silver-4114-processor-13-75m-cache-2-20-ghz.html
https://ark.intel.com/content/www/us/en/ark/products/123550/intel-xeon-silver-4114-processor-13-75m-cache-2-20-ghz.html
http://www.mellanox.com/page/products_dyn?product_family=219&mtag=connectx_4_lx_en_card
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 OS:  Fedora 2945 
 

 Hypervisor: KVM  
 

 VMs:  Each one with 4 virtual cores and 8GB RAM 
 
The transmitting and receiving VMs have been deployed on different physical CPUs. The scope of the tests is to 
show performance improvement when using native OVS respect to OVS accelerated by the NIC. For this com-
parison we used TRex [29] Benchmark with UDP packets sent at full speed (without acknowledgment).  
 
 
We analyzed two situations: 
 

1. Communication between one VM to one VM 
 

a. using OVS 
 

b. using the NIC 
 

2. Communication between four VMs to four VMs 
 

c. using OVS 
 

d. using the NIC 
 

 
 

Figure 7: VM to VM Communication: (a) using OVS; (b) using NIC acceleration. 
 
  

                                                                                                                                                                                      
44  For more informative details also see: https://en.wikipedia.org/wiki/Small_form-factor_pluggable_transceiver  
45  See: https://fedoraproject.org/wiki/Releases/29/Schedule 
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The two setups (a & b) and the main results of the first case are illustrated in Figure 7. The graph shows the 
throughput, expressed in Millions of Packets per second, as a function of Packet size. The blue line represents 
the performance achieved using OVS as virtual switch, 
the red line represents the performance achieved off-
loading the data plane towards the intelligent NIC.  
The same graph can be reviewed expressing the 
throughput in Gigabit per second (see figure to the 
side). In both graphs, the improvement introduced by 
the intelligent NIC is considerable, especially for small 
packets. 
To have an idea about latency, we did a test sending 
100000 icmp ping packages of type ECHO_REQUEST 
(and relative ECHO_REPLY response) with different 
sizes. Then we measured the average Round Trip Time 
(RTT). For all packet sizes, average RTT with OVS was 
around 50 µs, which became 17 µs using the intelligent 
NIC. 
 
The c & d situations (second case) with related results 
are illustrated in Figure 8. The graph shows the aggre-
gated throughput, expressed in Millions of Packets per 
second, as a function of Packet size. The term “aggregated” refers to the sum of all four flows (each flow 
measures a quarter of what is represented). The blue line represents the performance achieved using OVS as 
virtual switch, the red line represents the performance achieved off-loading the data plane towards the intelli-
gent NIC.  
 

 
 

Figure 8: Four VMs to four VMs communication: (c) using OVS; (d) using NIC acceleration. 
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The same graph can be reviewed expressing the 
throughput in Gigabit per second (see figure to the 
side). We can see that the NIC’s bandwidth reaches its 
upper limit of 16.3 Gb/s starting from 256-bytes pack-
ets. Except for the larger packets, the improvement 
introduced by the intelligent NIC is considerable, espe-
cially for small packets. Latency figures (measured as 
before, sending 100000 icmp ping packages of type 
ECHO_REQUEST) show, for all packet sizes, an average 
RTT with OVS around 50 µs (for each flow), which be-
comes 24 µs using the intelligent NIC. 
 
Figure 9 summarizes the performance improvements 
we achieve using the intelligent NIC instead of native 
OVS (note that the performance improvement for 4 
flows and a packet size of 1024 bytes, is zero). These are 
the main conclusions: 

 Improvement up to 700% (8x) depending on Packet size. 
 

 Very good improvement, especially on small packets. This means overcoming the main bottleneck in 
architectures based on microservices (as VNFs).  
 

 No use of additional CPU resources (as other solutions like DPDK). 
 
The intelligent NIC solution proves to be very effective. After installation of specific drivers (issued free of 
charge by Mellanox) and setting of a few parameters, the NIC behaves in transparent way, without any changes 
to the SDN control plane. Performance could be further increased using 25 or even 40 Gbit/s version of the NIC. 
 

 
 

Figure 9: Performance figures using the intelligent NIC instead of native OVS, in case of single data flow and 
in case of 4 concurrent data flows. 
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2.5 VIM Support for High-Performance VNFs 
 
When network functions are deployed as VNF-based services, a high level of efficiency is expected, especially in 
terms of high packet throughput and low latency. However, there are many challenges to overcome, in order to 
achieve near-native (non-virtualised) performance [30]. For example, packet processing, control plane elements 
and the VM hypervisor often compete for CPU time. If the packet processing workload cannot be guaranteed 
uninterrupted CPU time, effects on latency, jitter and packet loss are observed.  Hence, the performance of a 
VM is highly dependent on the underlying infrastructure.  
 

 
 

Figure 10: How EPA can affect the VNF deployment process. 
 
In order to combat some of these challenges, OpenStack and OSM both support Enhanced Platform Awareness 
(EPA) [31]. Enhanced Platform Awareness (EPA) is a contribution to the OpenStack project by Intel, Cisco and 
others. EPA exposes hardware characteristics of the NFVI to the VIM, thus enabling the VMs to use those se-
lected features to increase their compute and networking performance as well as their security. With EPA, the 
VM workloads can be properly matched to those compute hosts that offer them advanced features. Figure 10 
illustrates how the deployment process is affected by EPA. The use of EPA ensures that VNFs are instantiated 
not only based on their state of resource utilisation, but also on the features that the VNF demands.  
 
Table 3 provides some of the NFVI features available to OpenStack on x8646 architectures, while Table 4 pro-
vides performance data for various features published by Intel [32]. 
 
  

                                                           
46  The x86 is a family of backward compatible instruction set architectures based on the Intel 8086 CPU and its Intel 8088 

variant. More related information can be found, for example, at: https://en.wikipedia.org/wiki/X86. 

https://en.wikipedia.org/wiki/X86
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Table 3: Enhanced Platform Awareness features available for OpenStack (version “Rocky”47 – non-exhaustive 

list). 
 

Compute 
features 

Host CPU feature request 

Real-time kernel and hypervisor 

Single Root I/O Virtualisation (SR-IOV) 

CPU threading 

CPU Pinning 

IO-based NUMA scheduling 

NUMA Awareness  

Huge Pages 

PCIe Passthrough (Example: GPUs utilisation, FPGA etc.) 

Resource Director Technology (DDR bandwidth allocation, Cache size allocation etc.) 

Networking 
features 

Accelerated virtual switch using Data Plan Development Kit (DPDK) 

Accelerated virtual switch using smartNIC 

Data Plane VNF acceleration 

Security & 
Other fea-

tures 

Cryptography (hardware) accelerators such as AES-NI48, SIMD49/AVX50, QAT51 

Random Data Generation using native instructions such as RDRAND52 

Compression Accelerators such as QAT 

Security features such as TPM, SGX, TXT53 (secure boot & attestation) 

Hardened Kernel and Hypervisor 

 
According to preliminary analysis, some important features that can be considered for high performance VNFs 
are: 
 
 CPU pinning and CPU threading can dedicate resources to the VM workload, thus alleviating contention 

for the same resources. This requires configuration of OpenStack, and the creation of a VM flavour with 
pinning enabled, to be used upon instantiation.   

 
 SR-IOV can be used to allow a PCIe device such as a Network Interface Card (NIC) to be accessed by multi-

ple VMs that were previously using virtual NICs. This requires use of a SR-IOV enabled NIC, as well as 
proper configuration of OpenStack. 

 
 DPDK can be used to accelerate switching and improve data plane performance. This requires configura-

tion of OpenStack networking.  
 
 

Table 4: Performance enhancements per Compute feature, published by Intel. 
 

Feature Name Description Benefit Performance Data 

Host CPU fea-
ture request 

Expose host CPU features to 
OpenStack managed guests 

Guest can directly use CPU 
features instead of emulated 
CPU features 

~20% to ~40% im-
provement in guest 
computation 

PCI passthrough 
Provide direct access to a physi-
cal or virtual PCI device 

Avoid the latencies introduced 
by hypervisor and virtual 

~8% improvement in 
network throughput 

                                                           
47  See: https://releases.openstack.org/rocky/  
48  See, for example: https://en.wikipedia.org/wiki/AES_instruction_set 
49  See, for example: https://en.wikipedia.org/wiki/SIMD 
50  See, for example: https://en.wikipedia.org/wiki/Advanced_Vector_Extensions 
51  See: https://software.intel.com/en-us/articles/how-intel-quickassist-technology-accelerates-nfv-use-cases 
52  See, among others: https://en.wikipedia.org/wiki/RdRand 
53  See: https://intelsgx.blogspot.com/2016/05/intel-sgx-vs-txt.html 

https://releases.openstack.org/rocky/
https://en.wikipedia.org/wiki/AES_instruction_set
https://en.wikipedia.org/wiki/SIMD
https://en.wikipedia.org/wiki/Advanced_Vector_Extensions
https://software.intel.com/en-us/articles/how-intel-quickassist-technology-accelerates-nfv-use-cases
https://en.wikipedia.org/wiki/RdRand
https://intelsgx.blogspot.com/2016/05/intel-sgx-vs-txt.html
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Feature Name Description Benefit Performance Data 

switching layers 

HugePages sup-
port 

Use memory pages larger than 
the standard size 

Fewer memory translations 
requiring fewer cycles 

~10% to ~20% im-
provement in memory 
access speed 

NUMA aware-
ness 

Ensures virtual CPUs (vCPU)s 
executing processes and the 
memory used by these process-
es are on the same NUMA node 

Ensures all memory accesses 
are local to the node and thus 
do not consume the limited 
cross-node memory band-
width, adding latency to 
memory accesses 

~10% improvement in 
guest processing 

IO-based NUMA 
scheduling 

Creates an affinity that associ-
ates a VM with the same NUMA 
nodes as the PCI device passed 
into the VM 

Delivers optimal performance 
when assigning PCI device to a 
guest 

~25% improvement in 
network throughput 
for smaller packets 

CPU pinning 
Supports the pinning of VMs to 
physical processors 

Avoids scheduling mechanism 
moving the guest virtual CPUs 
to other host physical CPU 
cores, improving performance 
and determinism 

~10 % to ~20% im-
provement in guest 
processing 

CPU threading 
policies 

Provides control over how 
guests can use the host hyper 
thread siblings 

More fine-grained deployment 
of guests on HT-enabled sys-
tems54 

Up to ~50% improve-
ment in guest pro-
cessing 

OVS-DPDK55, 
neutron 

An industry standard virtual 
switch accelerated by DPDK 

Accelerated virtual switching 
~900% throughput 
improvement 

 
EPA features can be used by the VNFs if they are defined in OSM's VNF descriptors. Some of these features 
need to be configured properly on the VIM (particularly on Nova56 and Neutron57) and the NFVI, especially in 
cases where critical VNFs are placed on the path of traffic, or for VNFs that implement CUPS services. Figure 11 
(below) shows how advanced hardware features can be utilised. It is not only necessary for the NFVI to provide 
those features, but they need to be enabled/supported across the infrastructure. 
  
Thus, the implementation of an EPA feature is a complex procedure requiring many configurations that differ 
per feature, and careful selection is advised as incompatibilities and various problems can arise. Examples of 
needed configurations for selected features are provided in Table 5 and Table 6.  
 
In general, for a feature to be utilised, the following steps must be taken: 
 

                                                           
54  Also see, among others: https://www.intel.com/content/www/us/en/architecture-and-technology/hyper-

threading/hyper-threading-technology.html  
55  Also see, inter-alia: https://software.intel.com/en-us/articles/open-vswitch-with-dpdk-overview  
56  See: https://www.techopedia.com/definition/31313/openstack-nova  
57  See: https://wiki.openstack.org/wiki/Neutron  

https://www.intel.com/content/www/us/en/architecture-and-technology/hyper-threading/hyper-threading-technology.html
https://www.intel.com/content/www/us/en/architecture-and-technology/hyper-threading/hyper-threading-technology.html
https://software.intel.com/en-us/articles/open-vswitch-with-dpdk-overview
https://www.techopedia.com/definition/31313/openstack-nova
https://wiki.openstack.org/wiki/Neutron
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Figure 11: Support for advanced features must be configured throughout the infrastructure. 
 

 Step 1: Ensure whether the feature is available at the NFVI side: Some features will require BIOS con-
figurations or specialised hardware (such as specialised hardware for TPM security, SR-IOV enabled 
NICs etc.). Furthermore, the selected hypervisor technology needs to support the selected feature as 
well.  
 

 Step 2: Ensure that the VIM is properly configured: This entails the creation of flavours (e.g. pinned 
versus non-pinned to be used during deployment), editing configuration files across OpenStack, ensur-
ing the correct network setup, etc.  
 

 Step 3: Ensure that the VNF descriptor is correct: The required feature must be part of the VNF de-
scriptor, otherwise it will not be deployed properly. 
 

 Step 4: Ensure that the Orchestrator supports EPA: A multitude of well-known orchestrators support 
EPA, such as OSM and Kubernetes. 
  

Table 5: Example listing the NFVI & VIM configurations necessary (per feature). 
 

 BIOS Hypervisor OpenStack 

NUMA Topology X  X 

SR-IOV X X X 

HyperThreading X   

Huge Pages  X  

CPU Pinning  X X 

 
Table 6: Example of the configuration files that need to be edited in OpenStack (per feature). 

 

 nova.conf ml2_conf.ini ml2_conf_sriov.ini 

NUMA Topology X   

SR-IOV X X X 

CPU Pinning X   
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3 Dynamic Telemetry and analytics based resource allocation 

3.1 Introduction 
 
One of the most important components of the 5G ESSENCE architecture is Telemetry and Analytics system, in 
charge of monitoring the resources used within the 5G ESSENCE infrastructure and allocate them, making sure 
that the infrastructure is used efficiently and guarantee the service performance. This system has been de-
signed and developed in the context of Task 4.2 and some of the modules composing it have been designed and 
integrated in strong collaboration with Task 4.3. 
 
The work realised has been taking into account the required capabilities to support a converged cloud-radio 
environment. In order to support this, a telemetry system has been designed to be able to collect information 
from the radio infrastructure (by scraping information from the SD-RAN controller) and the cloud infrastructure 
by collecting information from the VNFs, the NFVI, the VIM and the MANO. This has been incorporated in the 
main architecture by including the Network Service Monitoring (NSM), extensively described in Section 3.2, 
which is responsible for collecting information related to the current resource utilization based on counters, 
and the Resource Landscaper, extensively described in Section 3.3, which is in charge of discovering hardware 
resources and ingredients across the infrastructure, the logical interconnection and dependencies between 
them and some contextual information related to each type of resource. Moreover, the design and adoption of 
an analytics framework able to support resource allocation for radio and cloud resources has been explored, 
with the aim to provide an automated system able to manage resources across the 5G ESSENCE heterogeneous 
infrastructure. 
 
The 5G ESSENCE Telemetry and Analytics is able to manage diverse lightweight virtual resources and assure an 
efficient placement of services across the overall infrastructure. The Cloud-Enabled Small Cell Manager (CESCM) 
is able to manage Unikernels in a transparent way (as if they were Virtual Machines) and the NSM and the 
Landscaper are able to collect information about them, enabling the transparent and flawless management of 
such type of lightweight resources within the infrastructure. 
 
One of the most important requirements for the telemetry system was to be able to follow a distributed hierar-
chical telemetry approach to support the management of a highly distributed and dynamic infrastructure in a 
scalable and highly adaptive way. This is one of the main reasons why the NSM is based on Prometheus58, 
which provides very interesting capabilities natively, such as federation and aggregation, extensively described 
in Deliverable 4.1 [22]. The NSM provides a set of mechanisms to dynamically adapt the monitoring of services, 
adding and editing scraping endpoints, configurations for alerts specific to services, etc. 
 
The telemetry framework provides an efficient access mechanism to the analytics through an API that enables 
Machine Learning (ML) and analytics consuming data in an efficient and scalable manner. This is provided 
through the Contextual Information Component (CIC) within the Telemetry and Analytics architecture. 
 
The Analytics system provides a set of cognitive, Machine Learning (ML) based and analytical functionalities 
supporting the optimisation of service placement across the infrastructure and estimating VNF resource re-
quirements, based on monitoring data and taking into account the service fulfilment and assurance, finally 
enabling the automated reconciliation of Service Level Agreements (SLAs) and Key Performance Indicators 
(KPIs). In this context, many trade-off aspects are taken into account for instance between resource location, 
capabilities (e.g. compute, network and storage capacity), current resource utilization and user behaviour (the 
analytics is aware of the location and capabilities of all the hardware and software resources, based on the 
Landscaper, and of their current utilization and the stress to which the services and the infrastructure compo-
nents are subject to, using the NSM). 
The analytics also benefits from service-related metadata that formally define and describe the definition of 
SLAs and contracted capacity and relates them to KPIs by mean of extracting rules from the observed telemetry 
from the infrastructure and the compliance of services to SLAs. 

                                                           
58  For more details see: https://prometheus.io/  

https://prometheus.io/
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The 5G ESSENCE telemetry and analytics framework as whole provides highly scalable and distributed ap-
proaches to identify, correlate, and filter the relationship between the platform and services in an automated 
matter (see Section 3.3) that can be used to extract monitoring data (see Section 3.4) and identify patterns of 
behaviour and bottlenecks across subsystems of the platform (e.g., CPU, network and storage) and deal with 
operational anomalies (see Section 3.5) in an E2E manner.  
 
The output of the analytics informs the actions of the orchestration system to optimise service deployments 
and management across those factors discussed above. This is realised by a three channel closed-loop: (i) 
closed loop between the Alerting system of the NSM and the Orchestration to trigger scaling decisions; (ii) 
closed loop between the Analytics system and the Orchestration to drive placement decisions for service com-
ponents; (iii) closed loop between the Analytics and the SD-RAN controller to drive resource allocation of radio 
resources (extensively described in Section 0). 
 
In order to support all these features, partners defined a high level architecture, show in Figure 12, and identi-
fied the most important intersection points with other modules in the project, which are indicated in the archi-
tecture with red dots. 
 

 
 

Figure 12: Architecture of the 5G ESSENCE Telemetry and Analytics Framework. 
 
The components depicted in this architectural diagram have been mentioned so far and are described in detail 
in the following sections, with a description of each single component in terms of design, implementation and 
interactions. 
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3.2 5G ESSENCE Monitoring service 
 
For the validation of 5G services, it is essential to oversee the infrastructure capacities and applications, in or-
der to adapt network resources when it is shared among multiple cross-domains and verticals use cases with 
different requirements. Requirements are considered between performance and operational concept.   
The monitoring process enriches the infrastructure with means for detecting and addressing problems in the 
network. The validation of the monitoring framework covers critical infrastructures and applications. 
 
The main objectives are focused upon the following strategy and operational benefits expected in the 5G ES-
SENCE framework are given bellow: 
 
 Reduction of resources: It is an important KPI to decrease the energy consumption and footprint of the 

NFS (Network Function Services), being able to identify if a system has been allocated with more resources 
than the required for the service execution. 
 

 Scaling based on the performance information retrieved: it is possible to identify if the VNFs applications 
are requesting more resources to comply with the expected QoS by the user.  
 

 Service availability is one of the key points of the 5G services, where the connection and resources needs 
to be assured for a reliable communication service.   

 
KPIs are monitored, captured, normalized and consolidated for each application to assess the network condi-
tions. The 5G ESSENCE framework is going to follow the approach defined in the 5G-PPP phase-1 project SESA-
ME [33], improving and extending the features provided to extend the monitoring framework into more specif-
ic use cases.  
 
In order to monitor the end-to-end environment in the 5G ecosystem, we have identified three different do-
mains that need to be taken into account for the correct supervision of resources. On the first hand, we are 
considering three domains: 
 
 Cloud parameters: this information is related to the physical and virtual use of the infrastructure. 

 
 Radio parameters: provide insights into the performance of the radio planning and configuration to adapt 

the radio capacity to the requested service. 
 

 Application performance: the monitoring of the application allows identifying potential improvements on 
service level, based on the user information or activity.  

 
The monitoring system is composed of several modules depicted in the following architecture. It offers a quick, 
flexible solution, having a whole environment monitored in minutes.  
The main modules of the system, as these are depicted on Figure 13, are: Prometheus server, Management 
Monitoring Gateway, Alert Manager, Exporters, SLA Manager component and Grafana visualization tool.  
 



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2019 

 

 
Deliverable D4.2 (“Final report on advanced virtualisation, dynamic telemetry and service orchestration”)  
 40/122 

 

 
 

Figure 13: Architecture of the 5G ESSENCE Telemetry and Analytics Framework. 
 

3.2.1 Prometheus 
 
Prometheus [34] is a white box monitoring framework designed for large and scalable environments. It is based 
on a time series database that implements a highly dimensional data model, where time series are identified by 
a metric name and a set of key-value pairs. The system is an auto-installable, complete monitoring framework 
with an integrated gateway to store and expose metric-related information. 
 
Probes to monitor the infrastructure, also called exporters, and the ones personalized are deployed along with 
the service, network or infrastructure.  Afterwards the monitoring system is ordered to collect the metrics se-
lected, apply the goals chosen and rules to send alerts to the appropriate telemetry system to trigger an action 
like scaling, healing, deleting, etc., based on algorithms apply changes in the most adequate way. 
 

3.2.2 Management Monitoring Gateway 
 
The management monitoring gateway is the module in charge to configure and communicate with the other 
components in order to start the evaluation of metrics.  
 
 Manage instances to be monitored. 

 
 Define rules from which the alert system is going to trigger alerts. 

 
 Retrieve the firing alerts.  
 
To scrape metrics, Prometheus has to include the target where the exporter is exposing them, pointing to the 
endpoint where the exporter is running. 
 
Once a service has been deployed, the NFVO will notify Prometheus with the new targets to be monitored. The 
information required contains the IPs of the VNFs that composes the service as well as the service identifier. 
Additional information can be sent in the form of “tags” to Prometheus for it to make more elaborated moni-
toring queries. 
 
The system is expecting a POST request based on JSON format, as an example: 
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POST http://[IP]:5000/target  
  { 
    "targets": [ "IP:PORT", “172.16.04.58:9100” ], 
    "labels": { 
    "env": "prod", 
    "job": "node", 
    "service": "test-service", 
    "service_id": "T3SDavkl3pall9688g" 
    } 
  } 

 

The “targets” field is a list of the elements to be monitored in the form IP:PORT. 
 
Note that the field “service_id” is the only mandatory label. Other fields under “labels” are optional and could 
be used for Prometheus to perform additional types of monitoring queries (e.g., grouping information based on 
the type of VNF). 
 
Services can be updated with new VNFs in case a scaling in process is triggered. To do that, a POST call is pre-
pared to receive new instance of the service, by using the same “service_id” label. New targets will be added to 
the previous service file.  
 
In case the service is reduce with the number of VNFs involved in the Service Function chain, the system can 
delete monitoring targets by send a “DELETE” request to the MMG59 API with the service name or service id in 
the command.  
 

3.2.2.1 Rules definition 

 
Rules are defined as expressions based on Prometheus languages that allow operators to define alert condi-
tions of the KPIs measured, to inform management system about firing alerts of the monitored target. Notifica-
tions can be sent to external services of the infrastructure as we will explain later in the Alert Manager system. 
The expressions can be defined in one or more vector elements, at the moment one of those vectors are acti-
vated from the threshold value, rule change the state to active and start notifying based on the configuration 
provided.  
 
Configuration can be performed for several parameters, it is specified in an yml file60 that it is state in the Pro-
metheus configuration file with the following information: 
 

groups:  
- name: ServerOverload  
  rules:  
  - alert: InstanceCPUUsage  
    expr: ((100  - (avg by(instance) 
(irate(node_cpu_seconds_total{mode="idle"}[5m])) * 100)) > 75) OR ((100  - 
(avg by(instance) (irate(node_cpu{mode="idle"}[5m])) * 100)) > 75)  
    for: 10s  
    labels:  
      severity: warning  
      group: ServerOverload  
      service: node_exporter  
    annotations:  
      description: "CPU USE WARNING. The CPU of {{ $la-
bels.instance }} is almost overloaded, 
and the system can start behaving unexpectedly."  
      title: "{{ $labels.instance }} CPU Usage at {{ $value }} %"   

                                                           
59  See: http://www.mmgtools.org/  
60  See, for example: https://filext.com/file-extension/YML  

http://[IP]:5000/target
http://www.mmgtools.org/
https://filext.com/file-extension/YML
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The rules are separated by groups (with specific name), each group has one or more rules with specific charac-
teristics. Based on this group of rules name, a unique notification will be sent with all the group alarms and 
indicates the beginning of the list of rules inside the group. Alert name is an important parameter to classify 
later the possible solution to the problem. The expression includes metrics filtered and operations that con-
clude in a true/false statement. Labels are used to specify and filter each kind of alert that separate the alerts, 
based on custom needs. Severity specifies the importance of the alert, and depending on this, different poten-
tial solutions can be addressed, but another recommendable label to add is the “group” label, to be able to 
send multiple alerts in one notification. The annotations help the receiver of the notification to better under-
stand the alerts triggered.  
 
In order to include the rule from which a component will trigger an alarm, based on a specific KPI, the system is 
expecting a POST request with a JSON format of the previous defined model, the endpoint is defined as follow:  
 

POST http://<REST-IP>:5000/rule 
 

 

3.2.2.2 Get defined warning alerts 

 
Soft thresholds are defined to specific metrics to proactively prevent the service failure. Whenever such 
thresholds are crossed, an alert will be sent to the Alert Mitigation Module to take the appropriate decision. 
 

{ 
  "result": [ 
    { 
      "annotations": { 
        "description": "localhost:3333 service is down.", 
        "summary": "Monitor service non-operational" 
      }, 
      "endsAt": "2019-02-22T13:59:02.87054023+02:00", 
      "generatorURL": "http://prometheus:9090/graph?g0.expr=up+%3D%3D+0&g0.tab=0", 
      "labels": { 
        "alertname": "instance_downn", 
        "env": "prod", 
        "instance": "localhost:3333", 
        "job": "node", 
        "service": "5ges-service", 
        "service_id": "T3SDavkl3pall9688g", 
        "severity": "critical" 
      }, 
      "startsAt": "2019-02-22T13:48:42.848+02:00", 
      "status": { 
        "inhibitedBy": [], 
        "silencedBy": [], 
        "state": "active" 
      } 
    }, 

 
 

3.2.2.3 Warning alert notification  

 
The webhook receiver from Alert Manager61, will send the alarm once the value has passed the threshold. The 
monitoring module is configured to send HTTP POST requests to an endpoint with the alert and a description in 

                                                           
61  For further information also see, for example: https://github.com/m-lab/alertmanager-github-receiver  

https://github.com/m-lab/alertmanager-github-receiver
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JSON format. The following example shows the notification of a service where two of its instances are not avail-
able: 
 

{ 
   "status": "firing", 
   "groupLabels": { 
      "service": "demo-service", 
      "alertname": "instance_downn" 
   }, 
   "groupKey": {}, 
   "commonAnnotations": { 
      "summary": "Monitor service non-operational" 
   }, 
   "alerts": [ 
      { 
         "status": "firing", 
         "labels": { 
            "alertname": "instance_downn", 
            "service": "demo-service", 
            "instance": "localhost:8088", 
            "job": "POP", 
            "env": "prod", 
            "service_id": "hb323kl789688g", 
            "severity": "critical" 
         }, 
         "endsAt": "0001-01-01T00:00:00Z", 
         "generatorURL": 
"http://prometheus:9090/graph?g0.expr=up+%3D%3D+0&g0.tab=0", 
         "startsAt": "2019-02-22T18:13:42.822+02:00", 
         "annotations": { 
            "description": "localhost:8088 service is down.", 
            "summary": "Monitor service non-operational" 
         } 
      }, 
      { 
         "status": "firing", 
         "labels": { 
            "alertname": "instance_downn", 
            "service": "demo-service", 
            "instance": "localhost:8087", 
            "job": "POP", 
            "env": "prod", 
            "service_id": "hb323kl789688g", 
            "severity": "critical" 
         }, 
         "endsAt": "0001-01-01T00:00:00Z", 
         "generatorURL": 
"http://prometheus:9090/graph?g0.expr=up+%3D%3D+0&g0.tab=0", 
         "startsAt": "2019-02-23T10:12:02.822+02:00", 
         "annotations": { 
            "description": "localhost:8087 service is down.", 
            "summary": "Monitor service non-operational" 
         } 
      } 
   ], 
   "version": "4", 
   "receiver": "nfvo-notification", 
   "externalURL": "http://prometheus:9093", 
   "commonLabels": { 
      "alertname": "instance_downn", 
      "service": "demo-service", 
      "job": "POP", 
      "env": "prod", 
      "service_id": "hb323kl789688g", 
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      "severity": "critical" 
   } 
} 

 

3.2.3 Alerts and Alert Manager 
 
Alert Manager is the service in charge of delivering notification from Prometheus alerts fired to the controller 
module. The main features of the Alert Manager are: 
 
 Ingest alerts from Prometheus and other, because it can adapt other notifications through its API (with 

correct Json type and frequency). The alerts are firing, back to inactive or cleared. 
 

 Grouper or de-duplicator: Correlation both time based and label-based correlation. 
 

 Silencer to mute active alarms to prevent them from being notified. 
 

 Throttler: Inform how often the alarms will be re-sent when those are not solved. 
 

 Notifier: notify third party system about the alarms.  
 
 
Alert Manager offers different tools that can be used out-of-the-box: 
 
 User Interface (UI): to interact with the active alerts, filtering, silencing or grouping them. 

 
 API to interact with the module from command line, or Rest API queries.   

 
 Amtool command-line interface (cli) tool for interacting with the Alert Manager API. 
 
 
An alert is the response of a warning event from Prometheus to the Alert Manager API; alerts are defined by 
rules in the Prometheus configuration file. It includes all the information about a problem or potential problem 
that is happening in the environment being monitored. Depending on the state of the alert, is configured to 
further take actions on it, based on the following states: 
 
 Inactive: When a metric criterion in a rule is not reached. Nothing is sent. 

 
 Pending: When a metric criterion is reached. During the activation time that the alert will be in state 

“pending”, before transitioning to firing. 
 

 Firing: Prometheus sends the alarm to Alert Manager as a notification. 
 
When the alerts move back to inactive, Prometheus will inform the alert manager to inform the controller 
about the problem solved.  
 
Alerts can be grouped, filtered and classified using the alert name, instance, group, severity and any other label 
we decide to use. Those labels will be used later, in the Alert Manager configuration file, to inhibit alerts with 
lower severity and to avoid sending multiple alerts caused by the same problem. The instance label is not de-
fined in the rule; it is defined by Prometheus when sending the alert. This way, we do not have to specify a rule 
for every instance. We can filter directly using the instance.  
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The alert history is not stored, because Alert Manager uses SQlite62, that is designed for short-term data, show-
ing just the active alarms. An internal data base stores the alerts to further analyse the performance of the 
infrastructure. 
 

3.2.4 Exporters  
 
To monitor the 5G ESSENCE infrastructure several exporters has been identified to gather the relevant infor-
mation from the infrastructure. The following sections will explain in more detail the type of metrics and func-
tioning in the system. 
 

3.2.4.1 Node Exporter  

 
Node exporter is an executable file that exposes metric data about the physical or virtual status of the machine 
where has been deployed. It provides information from various machine resources such as memory, disk and 
CPU utilization. By default the data is exposed in port 9100, and can be visualized in the route /metrics (i.e 
<IP>:9100/metrics), once the service is running, Prometheus will read and store metrics in the internal data 
base. 
 

3.2.4.2 Libvirt Exporter  

 
Libvirt is a virtual machine management system that can use one or more hypervisors to unify all the VM types 
in one tool with similar commands in a transparent way. Some of the most used supported hypervisors are 
listed below: 
 
 KVM. 

 
 LXC - Linux Containers. 

 
 OpenVZ63. 

 
 QEMU. 

 
 VirtualBox. 

 
 VMware ESX64 // Workstation/Player. 

 
 Xen. 
 
 
It is usually used to manage the different VMs, but it can be used to monitor the status (CPU, RAM and net-
work) of the instances already generated by existent hypervisors. This way we are able to retrieve some basic 
metrics from VMs running in hypervisors.  
The way Prometheus extract the metrics from a server (virtual or not) is installing exporters in those servers 
and reading data from them, but in some cases this option is not possible: 
 
 VMs where it is not possible to install exporters because of permissions. 

 
 VMs where it is not possible to install exporters because of network access. 

                                                           
62  See: https://www.sqlite.org/index.html  
63  For more details see: https://openvz.org/  
64  VMware ESXi (formerly ESX) is an enterprise-class, type-1 hypervisor developed by VMware for deploying and serving 

virtual computers. Also see: https://www.vmware.com/products/esxi-and-esx.html  

https://libvirt.org/drvlxc.html
https://libvirt.org/drvopenvz.html
https://libvirt.org/drvqemu.html
https://libvirt.org/drvvbox.html
https://libvirt.org/drvesx.html
https://libvirt.org/drvxen.html
https://www.sqlite.org/index.html
https://openvz.org/
https://www.vmware.com/products/esxi-and-esx.html
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 VMs inside private VNFs with owner images. 

 
 Services deployed using unikernels (too small to run exporter). 

 
 VMs with Operating systems not compatible with exporter. 

 
 VMs used to deploy containers (For this option, cadvisor is the best option65). 
 
With Openstack operating system and a qemu hypervisor, we installed Libvirt a Virt plugin that uses virtualisa-
tion API libvirt to gather statistics about virtualised guests on a system directly from the hypervisor (CPU, net-
work interfaces and block device usage). 
 

3.2.4.3 Generic Exporter  

 
For the 5GESSENCE system is it needed to develop a model able to ingest metrics coming from the specific 
module that compose the end-to-end service, the Generic Exporter is an intermediate software (metric export-
er) that communicates with Specific Component API and exposes the data in the way expected by Prometheus, 
to instrument and monitor external applications (see Figure ).  
 

 

Figure 14: Architecture of the 5G ESSENCE Telemetry and Analytics Framework. 
 
The Specific component to be monitored needs to run a service, created by the developer of the application or 
the service, that will produce a JSON output, as a response of GET request from GE sent over HTTP, with the 
metrics in the format that will be consumed and translated by the Generic exporter to be understandable by 
Prometheus. The exporter will scrape, parse and expose monitoring data system to Prometheus, and will con-
tinue evaluating if the performance of the system is correct, in case any trigger alarm is raised, the monitoring 
system will inform the management system to take a relevant decision. The expected format that the monitor-
ing system is listening to can be found below: 
 

{  
  "help": "Priority of each call",  
  "metric_type": "gauge",  
  "collect": [  
    {"metric_name": "CallPriority","label": {"value": "2","callID": "3344239994"}},  
    {"metric_name": "CallPriority","label": {"value": "1","callID": "3344239977"}},  
    {"metric_name": "CallPriority","label": {"value": "1","callID": "3344239976"}}  
  ],  
{  
   "help": "Availability of PNF measured as a percentage"  
   "metric_type": "gauge",  
   "collect": [  
   {"metric_name": "SC_availability", "label": { “sc": "physical","eid": "000295-0000777777",  
                    "value": "77.777"} },  
   {"metric_name": "SC_availability", "label": {"sc": "physical", "eid": "000295-0000268193",  
                    "value": "99.01" }}  
        ] 
}  

 
A description of the different parameters in the code of the collected data is described below: 
 

                                                           
65  See, for example: https://github.com/google/cadvisor/blob/master/docs/storage/prometheus.md  

https://github.com/google/cadvisor/blob/master/docs/storage/prometheus.md
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 Help is a description of the measurement that provides information about the metric for the user, for 
example the unit of the collected metric. 
 

 Metric type.  
o Counter is a metric which is a numerical value that is always incremented, never decrement-

ed. Examples include the total amount of requests served, how many exceptions occur, etc. 
 

o Gauge is an instantaneous metric value that is created and can be incremented, decremented 
or accumulation. An example could be memory usage, CPU, usage, amount of threads or per-
haps a temperature. 
 

o Histogram is a metric that samples cumulative observations. These observations are counted 
and placed into configurable buckets. Upon being scraped, a histogram provides multiple time 
series, including one for each bucket, one for the sum of all values, and one for the count of 
the events that have been observed. A typical use case for a histogram is the measuring of re-
sponse times.  
 

o Summary is similar to a histogram, but it also calculates configurable quantiles. Depending on 
user’s requirements, the user either uses a histogram or a summary.  

 

 Collect is the actual data extracted and the monitored value.   
 

o Metric name specifies the feature of the system measured. 
 

o Label numeric value itself of the measurement; label can provide more than one value, (i.e., 
for metrics related to coordinates).  

 
This model can be easily updated with more label information about the metrics. The exported data will be 
depicted as follow in the Prometheus system:  
 

 

3.2.5 Grafana  
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Grafana [35] is the open-source visualization tool selected to depict the monitored data in a more human read-
able for the administrator of the infrastructure. Grafana is able to read data from multiple sources, like Prome-
theus, ElasticSearch66 or InfluxDB, and permits the generation of dashboards and visual alerts. In the visualiza-
tion tool, monitoring data has been integrated to be shown in several dashboards for the different components 
in the infrastructure.  
 
The dashboards are composed by panels. Each panel include relevant information about the monitored sys-
tem and represent them as a graph, single-stat, table, heat-map. Same dashboard can select particular host to 
shown specific information from a virtual machine status, or a combination of several VNFs to have an overview 
of a Network Service performance.  
 
 The dashboard depicted in Figure 15 shows some basic graphs about the server usage as an example.  
 

 
 

Figure 15: An example of a Grafana dashboard. 
 
Grafana can be easily embedded in the 5G ESSENCE portal to provide real time information of the monitored 
data. 
   

3.3 Resource Landscaper 
 

One of the most important functionalities that the CESCM is required to provide is the efficient resource alloca-

tion for VNFs and network services. From this perspective, there are a couple of interesting aspects related to 

this. In fact, the efficient allocation of resources to VNFs requires: (i) awareness of the resource availability 

across the whole end-to-end infrastructure, and; (ii) awareness of their current usage and availability across the 

whole infrastructure. This can enable the CESCM to make optimal placement decisions of all the service com-

ponents. 

 

The Resource Landscaper fits into this perspective and tries to close these two gaps. It is a middleware respon-

sible to collect information related to the infrastructure resources (e.g., compute hosts and their internal hard-

ware components and ingredients), the virtual resources (e.g., virtual machines and unikernels deployed across 

the infrastructure) and service information (e.g., the interdependency between virtual machines as they belong 

to a specific service deployment). 

                                                           
66  See: https://www.elastic.co/products/elasticsearch  

https://www.elastic.co/products/elasticsearch
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Relationships among resources are expressed by representing the overall infrastructure as a graph, in terms of 

nodes and edges, where every node represents a resource and where links between resources represent vari-

ous forms of relationships (e.g. a service “is composed” of VMs, a VM “is deployed” on a compute node, a CPU 

“is part of” a compute node, etc.). For each resource, some contextual information is collected and stored in 

the form of attributes that include representation of the features of each resource, but also metadata that 

describe the type of node.  

The nodes are in fact of different categories, such as compute, network and storage, and of different types, 

such as CPU, core, Non-Uniform Memory Access (NUMA) node, Peripheral Component Interconnect (PCI) 

Bridge, Network Interface Card (NIC), etc. Every type of node comes with specific attributes (e.g.: the CPU is 

characterised by a given frequency, number of cores, etc.; a NIC is characterised by a given throughput, etc.). 

Also, every resource belongs to a logical layer, which can be physical, virtual or service. For instance, CPU, NIC, 

disk are examples of physical nodes, VMs vNICs and virtual Networks are an example of virtual nodes and stacks 

are examples of service nodes. 

 

The Resource Landscaper has been inherited from the work realised in the Superfluidity H2020 project [36]. An 

initial description of the architecture, the useful modules and some features provided by the Resource Land-

scaper has been provided in Deliverable 4.1 and the project is available as open source tool at [37], where it is 

released under Apache V2.0 license67 and it is currently maintained by Intel Labs Europe. 

 

The Resource Landscaper extracts information by interacting with NFVI, VIM and MANO. As part of the incorpo-

ration of the Landscaper within the 5G ESSENCE framework, in order to make sure for the Landscaper to fully 

support the architecture and use cases, extensions to the original version have been made. 

 

The information about the service nodes was originally collected using the API of OpenStack Heat [38], which is 

the main OpenStack component responsible for the orchestration and lifecycle management of services (stacks 

in the OpenStack terminology), including deployment, termination and scaling of services.  

The 5G ESSENCE CESCM makes use of ETSI OSM to deal with the service lifecycle management, which is a com-

petitive tool to OpenStack Heat. As a consequence, the services deployed through OSM are not accessible for 

OpenStack Heat and this generates the need for the Landscaper to seek service related information directly 

from OSM. In order to support this requirement, an OSM collector and listener for the Landscaper have been 

developed. The collector queries the standard REST API of OSM, extracting attributes and metadata related to 

Network Services and Virtual Network Functions deployed in OSM, whereas the listener receives notifications 

from OpenStack Nova [39]. Anytime a virtual machine is deployed or terminated and this notification is used as 

a trigger for the Landscaper to update information from OSM, considering the assumption that the deployment 

or termination event of a virtual machine represents an updated of an OSM Network Service. 

 

The OSM manages the service deployment by using catalogues:  

 

 The VNF Catalogue contains one template for each VNF that can be deployed using OSM and each VNF is 

composed of one or many Virtual Deployment Unit (VDU);  

 

 The NS Catalogue contains one template for each Network Service (NS) that can be deployed using OSM, 

the NS points at VNFs and it turns to be a composition of one or more VNF. 

 

Every item in every catalogue is uniquely identified by an ID, therefore NS-IDs and VNF-IDs can be used as iden-

tifiers by external components to understand the structure of the service. For instance, when a deployment 

                                                           
67  See: https://www.apache.org/licenses/LICENSE-2.0.html  

https://www.apache.org/licenses/LICENSE-2.0.html
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request arrives at the orchestration system, that request will need to identify the service that needs to be de-

ployed, so it will need to include the NS-ID of the service in the OSM NS Catalogue. This information will be then 

provided to the analytics that in turn will use that to query the Contextual Information Component on the past 

behaviour of a specific type of service. The NS ID will be used by the Contextual Information Component to 

retrieve the information in the graph database related to service instances with the same NS ID (a.k.a. of the 

same type of the one that the user wants to deploy now) and will extract information related to those past 

deployments (if and when available). That information will provide the basis for the analytics in order to gener-

ate models and hints to the orchestrator. The VNF-IDs of each single VNF are used for both identifying the VNF 

during the analysis and provide the results to the orchestration system, making sure that all the components of 

the loop, from the telemetry to the orchestration, can use the same reference ID to identify the virtual and 

service resources. 

 

Some other important work realised for the integration of the Landscaper is related to the procedure to discov-

er the relationship between the node in the graph representing a service and its associated virtual resources. 

The mechanism that was available before has been enhanced to support complex services deployed through 

both OSM and OpenStack Heat. The Landscaper is now able to accurately map every Virtual Network Function 

(or any Virtual Machine, when using Heat) deployed on the infrastructure on the specific Network Service (or 

stack, when using Heat) the VNF (or VM) is part of. This enables the 5G ESSENCE Analytics module to consume 

configuration information and telemetry information in a more efficient and performant manner, also exploit-

ing powerful filtering methodologies for the telemetry data, which are further explained in Section 3.4. 

 

The graph generated through the Landscaper is persisted on a graph database. From an implementation per-

spective, this is realised using the Neo4j database technology [40]. The Landscaper is the main tool within the 

infrastructure that gathers and stores contextual information.  To give an example, the landscape is the registry 

that accounts for the list entities of physical (e.g., hardware nodes), virtual (e.g.: VMs, containers, etc.) and 

service layers (e.g. Load Balancers, IP Multimedia System) and how they are connected (topology). The land-

scape can then be used to retrieve how different data centres are connected and which one is closer to the 

user. 

 

3.4 Contextual Information Component 
 
The Contextual Information Component (CIC) is responsible for the extraction and aggregation of contextual 
information and subsequent manipulation of data, with the final objective of preparing the data for processing 
and provide them to the analytic methodologies that aim to solve the efficient resource allocation problem. 
The CIC has been designed and developed across Task 4.2 and Task 4.3. This component mainly performs que-
ries against the Resource Landscaper and the Prometheus backend, summarizes and caches the result, thus 
providing a way to aggregate quickly time series data (e.g. CPU Utilization) with topology information (e.g. con-
nections between services and their VM and their hosts).  
 
For most of the nodes included in the graph collected through the Resource Landscaper the Contextual Infor-
mation Component associates strings representing queries for the Prometheus backend, to extract the teleme-
try metrics collected by the Network Service Monitoring. Those metrics mostly relate to physical resources 
(CPUs, NICs, Disks, etc.) and virtual resources (Virtual Machines, Virtual Networks, Virtual Disks, etc.).  
 
The two main functionalities exposed by the CIC to the analytics are:  
 
 The capability to extract telemetry metrics specifically related to a compute node: The CIC provides a 

mechanism for the automated aggregation of metrics that belong to resources that are part of a compute 
node. So, when the analytics needs to analyse the status of a compute node, in terms of all its telemetry 
metrics, the CIC selects the minimum number of nodes of the graph, only those that are part of the com-
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pute node. This is realised using a graph analysis mechanism based on the way the Landscaper generates 
the edges between nodes in the graph and it results in the extraction of the proper subgraph containing 
the minimum number of physical nodes. 

 
 The capability to extract telemetry metrics specifically related to a service: In this case, the automated 

aggregation of metrics happens for those resources involved in the execution of a specific service. This 
functionality supports two distinct scenarios: the case in which it is required to extract information for a 
service currently deployed and the one in which it is required to extract information related to previously 
deployed instances of the same type of service. The filtering in this situation might appear to be more 
complicated, but the CIC is designed in such a way to support this case using the same methodology as 
above. So, when the analytics needs to analyse the status of a service (looking at the full stack – including 
both virtual and physical resources) in terms of all its telemetry metrics, the CIC selects the minimum 
number of nodes of the graph, starting from the node that represents the Network Service, exploiting the 
connections between the Network Service node and the VNF instance nodes composing the service. Then, 
the connection between each VNF node and the node representing the physical compute host on which 
the VNF is deployed is exploited, enabling the identification of the compute nodes involved in the execu-
tion of all those VNFs. This results in a subgraph containing all the information about the service, the VNF 
instances that compose it and the compute nodes on which they run. Then the CIC generates a list of que-
ries to be executed on Prometheus to extract the specific telemetry metrics only for those nodes. 

 
This enables the analytics to have access to the data in a very scalable manner, down-selecting the telemetry 
metrics from hundreds of thousands (in case of highly-distributed and large scale infrastructures) to few hun-
dreds. 
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3.5 Cloud Resource Analytics & Management 

3.5.1 Placement of service components on Main DC vs. Light DC 
 
In the 5G ESSENCE context, the application of enhanced Mobile Edge Computing (MEC) and Network Function 
Virtualisation approaches are envisioned to support a highly flexible and scalable network system. Cloud Ena-
bled Small Cells (CESCs) are connected to a Main DC at the edge which provides more substantial computation-
al capacity to supports local execution of Virtual Network Functions (VNFs) to make services available to local 
users, but of course introducing latency. 
 
Given this context, it becomes very important to enable the orchestration system in realizing efficient place-
ment of the VNFs across this distributed and heterogeneous infrastructure in order to satisfy the user require-
ments in terms of performance and dealing with the constraints dictated by the infrastructure resource availa-
bility. 
 
In order to make and intelligent and deeply informed decision related to the resource allocation for VNFs on a 
distributed large scale infrastructure, an orchestration system should have access to a huge amount of data 
related to the service and its execution behaviour in terms of both performance and infrastructure usage pat-
terns for all the possible different runtime scenarios.  
Of course, it is impossible to obtain such a huge amount of data before the deployment of the service on a real 
world infrastructure and with real users stressing it. This creates the need for the orchestration system to be 
able to continuously collect monitoring metrics from services and infrastructure and analyse them, generating 
an understanding of the relationship between performance and resource allocation which can be updated over 
time, when new behaviour realize themselves. This would make the orchestration system capable of managing 
all the possible situations happening in the monitored system in a timely fashion. 
 
This section defines a Machine Learning based methodology able to extract rules from statistical evidence in 
past data and use those rules to enable improved and more informed automated placement decisions based on 
service SLAs, enabling eventually the reconciliation of SLAs and KPIs.  
In doing so, the methodology aims at taking into account the dynamic status of the infrastructure and the dy-
namic user behaviour, by monitoring the status of the physical infrastructure and virtual resources through the 
Network Service Monitoring and periodically recalculating the rules over time, re-adjusting the feedback in the 
orchestration closed loop. 
 
To support this work a use case has been selected, based on a real world service (an IP Multimedia Subsystem - 
IMS) provided as open source software by Metaswitch [41]. 
 

3.5.1.1 Related work 

 
Current state-of-the-art practices in orchestration systems for Telco NFV (e.g. Open Source Mano (OSM) [42]) 
are based on predefined policies, which do not provide full guarantee of applicability to production systems. 
Edge DCs will need more accurate orchestration mechanisms to take into account dynamic variations on infra-
structure and user behaviours, which will probably lead to the application of service-specific orchestration poli-
cies. 
 
The idea proposed in this approach extrapolates the relationship between the load and the performance of a 
service in the case of very dynamic circumstances and incorporating the outcomes of it into policies that can be 
easily consumed by orchestration systems. 
 
Our previous research work [43] solved the resource allocation problem using pre-deployment characterization, 
based on the fully automated execution of experiments to collect data in relation to performance and system 
behaviour for different deployment configurations. The approach is based on the usage of decision trees as 
Machine learning technique, enabling a rich interpretation of the prediction model, which allows a direct gen-
eration of “ready to consume” policies for the orchestration system.  
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This approach works very well in many conditions, but it would have limitations in highly dynamic scenarios. A 
very similar work has been presented in [44]: a bottom-up analysis platform to systematically profile and classi-
fy VNFs based on resource capacities, traffic demand rate, underlying system properties, placement of VNFs in 
the network and calculate the correlation among the QoS metrics and resource utilization of VNFs. This work 
applies a very similar technique than [43] and validates the usage of decision trees in this context. 
 
Similar approaches are discussed in [45], [46] and [47], where pre-deployment characterization techniques for 
NSs have been discussed. More precisely, [45] applies a profiling technique (based on synthetic workload gen-
eration and load vs. performance model prediction) to some simple utilization metrics in order to identify bot-
tlenecks and generate a table (which is then updated at runtime) expressing the relationship between load and 
performance of the service. Among the limitations of the approach is the fact that it only takes into account 
simple utilization counters and it does not consider multitenancy as potential source of disturbance for the 
service. 
 
In [46] the proposed approach provides some potential improvements to the stress test of the Clearwater IMS 
using SIPp [48]. The decisions on service management are taken by using a simplistic algorithmic approach 
which does not take into account interdependencies between different configuration parameters of the VNF 
and it only works “off-line”, which means that the algorithms does the analysis before the actual deployment of 
the service and does not consider the update of the decision policy over time, therefore not taking into account 
external events (such as the “noisy neighbour effect”). 
 
Authors in [47] propose a methodology that supports resource allocation (mainly CPU cache) for guaranteed 
SLOs68. It is supported by pre-deployment characterization and it adjusts the cache allocation at runtime, based 
on SLO violation detection. Among the limitations there is the fact that profiling is strictly based on the configu-
ration of LLC69 (through Intel CAT70), which does not enable the approach to detect problems due to other as-
pects of the service lifecycle. Also the profiling is based on specific traffic profiles, it does not cover different 
traffic profiles. 
 
Authors in [49] propose a statistical analysis to profile VNFs at runtime, based on telemetry. The approach de-
tects when a VNF is overloaded measuring the skewness of the CPU utilization and suggests its usage to trigger 
orchestration decisions (e.g., when CPU utilization skewness is negative you need to scale up). The approach 
does not take into account platform counters, but only the CPU utilization of the Virtual Machines. Moreover it 
does not take into account packet transportation but only packet processing, providing a partial view of the 
overall process happening in the network. Moreover there is no SLA guarantee. 
 
To characterized NFVs, authors in [50] propose the monitoring of queue sizes, computation times, and I/O ac-
tivities, to manipulate scheduling weights. The main goal is to avoid waste of resources processing packets that 
will be discarded in the pipe (e.g. because other VNFs in the chain are saturated), leaving the CPU to those VNFs 
that will process useful packets. In the paper some problems in scheduling and fine grained resource allocation 
are identified, but the proposed approach is not intelligently adaptive. In fact the solution provided is algorith-
mic-based and does not include any form of Machine Learning to change decision over time according to dy-
namic conditions of the environment. Finally, there is not guarantee of SLA. 
 

3.5.1.2 Necessary information from the service and the system 

 
The proposed approach consists of a general methodology that is applied to each specific service in order to 
realize a high confidence characterization of the service and generate specific rules that can be used by the 
orchestration system to implement the placement. The approach requires both some general and service-
specific information, as discussed in the following items.  
 

                                                           
68  For more details about Service Level Objectives (SLOs) also see: https://en.wikipedia.org/wiki/Service-level_objective  
69  See: https://software.intel.com/en-us/articles/cache-allocation-technology-telco-nfv-noisy-neighbor-experiments  
70  See: https://software.intel.com/en-us/articles/introduction-to-cache-allocation-technology  

https://en.wikipedia.org/wiki/Service-level_objective
https://software.intel.com/en-us/articles/cache-allocation-technology-telco-nfv-noisy-neighbor-experiments
https://software.intel.com/en-us/articles/introduction-to-cache-allocation-technology
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 Load (time series): a measure of the load overtime that the service has to serve. For instance, it can be the 
number of packets per second, the number of requests per seconds, etc. It depends on the specific service 
and it is intended to represent the current stress to which the service is subject. For the Clearwater IMS71, 
the load taken into account is the number of packets per second received by the Sprout component and it 
is monitored through the Network Service Monitoring and collected through the libvirt API. 

 
 Performance (time series): a measure of how good is the behaviour of the service. For instance, it can be 

considered as the throughput, the latency, the response time, etc. As the load, it depends on the specific 
service and it is intended to represent the response of the service to a given stress and its compliance to 
SLAs. For the case of the Clearwater IMS, the performance index selected is the response time, measured 
as the time from invite to ring. This metric is provided by the stress test and is collected by the analytics at 
runtime, interacting with an instance of stressor deployed for this specific purpose. 
 

 Physical and virtual telemetry data (time series): Monitoring data related to the compute nodes on which 
the service components are running and the monitoring data of the service components (Virtual Ma-
chines) themselves (collected through libvirt). 
 

 SLA Classes (JSON): SLA Classes definition in terms of performance. For the specific service it is necessary 
to define different levels of desired performance.  
 

 Placement configurations (JSON): Indication of meaningful deployment configurations depending on the 
service and its components. It is an indication of which components can be meaningfully deployed in the 
Light DC according to the service graph. For instance, in the specific case of the Clearwater IMS, the Sprout 
component is the only one considered for meaningful placement on the Light DC. This field represents the 
evaluation of a domain expert (or, better, a service expert) discarding configurations that would not be 
performant: thus, it would not present any advantage for the analytics framework to explore those con-
figurations. 

 

3.5.1.3 Description of the approach 

 
The approach proposed is organised in the following main steps: 

 
1. Calculation of the Probability Density Function (PDF) of the load to model user behaviour: Given the 

load over time (collected with a given sampling rate – e.g. every 1 second), it is possible to calculate 
the PDF of the load over time and identify the presence of peaks in the PDF. Those peaks represent the 
most frequent states (from a load perspective) that are occurring since the service has been deployed 
(or in past deployments of the service) and they characterize the behaviour of the users that made use 
of the service. 
 

2. Create ranges around the peaks and group data points accordingly: For each peak identified in the 
previous step, the methodology generates ranges around them and use these ranges to group all the 
data points. 
 

3. Calculate mean and standard deviation of the performance for each group: For each different group 
of data points, the mean and standard deviation of performance is calculated. This is then used to 
build a table that statistically describes the behaviour of data points in the group. 
 

4. Select possible configurations to satisfy an SLA: The table generated at the previous step is be used to 
identify the configurations (among the available ones) that can be used in order to achieve a given SLA 
(defined as a desired level of performance for a predefined level of stress/load of the service). 
 

                                                           
71 https://www.metaswitch.com/products/core-network/clearwater-ims-core 
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5. Feature Selection: This step is based on a variance filter that identifies the most interesting variables 
to consider for the analysis. The main scope of this step is to remove non interesting metrics, with the 
result of reducing the complexity of the analysis and increasing the accuracy of the modelling results 
(many ML-based algorithms provide more accurate results when fed with a small number of features). 
 

6. Generate a Decision Tree model that reconciles KPIs and SLAs: Using CART [51], a decision tree is 
generated, splitting on the performance class attribute. The decision tree can be used to predict the 
performance class of the service only looking at telemetry. There are many reasons why CART repre-
sents a good solution for this prediction problem: (i) it works very well with a small number of samples 
as well as with a big number of samples, which enables the modelling approach to converge faster 
with new services and/or new configurations; (ii) the training phase is fast, allowing to calculate the 
model periodically without dramatically impacting on the computational resources of the system; (iii) 
the extracted rules are easily interpretable and can easily be converted into thresholds or instructions 
to be automatically injected into the orchestration system in order to close the loop. 
 

7. Extract the rule from the decision tree: In this approach, it is used to extract, read and interpret rules, 
identify Key Performance Indicators (KPIs) and thresholds that apply to them, while relate them to the 
performance classes. 
 

8. Validate pre-selected configurations on the current status of the compute hosts: The configurations 
selected at Step 4 are first ordered according to the accuracy of the prediction model obtained in Step 
6 for each configuration, then validated, one by one, against the rules extracted at Step 7. 
 

9. Make a decision for placement: The first configuration that satisfy the validation process is considered 
as the best configuration (it is the configuration that satisfy the SLA requirements with the highest lev-
el of accuracy) and it is selected and adopted for the current placement request. If no configuration is 
validated on the SLA request, the placement decision is randomly selected among the available config-
urations that have never been tested in the past and the behaviour (load/performance/telemetry) of 
that new configuration is monitored over time. Adjustments will be applied if performance goes dras-
tically bad, by mean of thresholding and alerting from the Network Service Monitoring to the Orches-
tration system. 
 

 

3.5.1.4 Use case 

 
In order to demonstrate and validate the proposed approach a real world scenario use case has been selected: 
the Clearwater IP Multimedia Subsystem (IMS) [41]. Clearwater is a network service with 6 components (see 
figure 16), each realizing different functionalities supporting the overall service: Bono (SIP edge proxy), Sprout 
(SIP Router), Dime (Diameter Gateway), Homestead (HSS Cache), Ralf (support for billing operations) and Vel-
lum (storage database). 
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Figure 16: Architecture of the Clearwater IMS service. 
 
For the purpose of this work Clearwater has been deployed on Virtual Machines (VMs) using OpenStack by 
creating Heat Orchestration Templates (HOT) describing the requirements and the recipes for the installation of 
each component. Moreover a SIP stress has been implemented (starting from the one provided on the Clearwa-
ter website) in order to generate different user profiles and emulate different user behaviours over time. The 
stress test generates SIP packets and sends them to the Sprout component, triggering the registration of users 
and the initiation of new calls, which have been both generated and received by the stressor. 
 
As described before, it is required to enable the system to collect some information related to the service defi-
nition and execution. For what concerns the Clearwater IMS, concrete examples are presented in the following: 
 
Load (time series) - For the Clearwater IMS, the load taken into account is the number of packets per second 
received by the Sprout component and it is monitored through the Network Service Monitoring and collected 
through the libvirt API. 
 
Performance (time series) - For the case of the Clearwater IMS, the performance index selected is the response 
time, measured as the time from invite to ring. This metric is provided by the stress test and is collected by the 
analytics at runtime, interacting with an instance of stressor deployed for this specific purpose. 
 
Physical and virtual telemetry data (time series) – Default information collected by the Network Service Moni-
toring and filtered through the Contextual Information Component, according to information available in the 
Landscaper. 
 
SLA Classes (JSON) – A concrete example which contains several SLA classes is provided in the following. The 
classes allow to categorize QoS of the service into tiers, e.g., “gold” (x<= 0.100), “silver” (100<x<=200), etc. 
 

"classes": [ 
      {“perf1": ["<= 0.100"]}, 
      {"perf2": ["> 0.100", "<= 0.200"]}, 
      {"perf3": ["> 0.200", "<= 0.500"]}, 
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      {"perf4": ["> 0.500", "<= 1.0"]}  
   ] 
} 

 
Placement configurations (JSON) – A concrete example is provided in the following: 
 

{ "service-id": "OSM-NSD-ID",  
  "components": { 
    "bono": "vnfd-id-1", 
    "sprout": " vnfd-id-2", 
    "vellum": " vnfd-id-3", 
    "homestead": " vnfd-id-4", 
    "dime": " vnfd-id-5", 
    "ralf": " vnfd-id-6", 
  }, 
  "configurations": { 
    “conf-0”: {"bono": "0", "sprout": "0", "vellum": "0", "homestead": "0“, "dime": 
"0“ , "ralf": "0“},  
    “conf-1”: {"bono": "0", "sprout": "1", "vellum": "0", "homestead": "0“, "dime": 
"0“ , "ralf": "0“},  
  }, 
} 

 
Where, “0” means Light DC and “1” means Main DC. 
 
Using this initial setup, experiments have been executed in order to collect data. For this purpose, the auto-
mated framework described in [43] has been used and the placement configurations specified in the JSON are 
represented in Figure 17 and Figure 18.  
 

 

Figure 17: Deployment Scenario #0. 

 

Figure 18: Deployment Scenario #1. 

 
The compute nodes that have been used in the experiments have an Intel Xeon CPU E5-2697-v272 at 2.70 GHz, 
and are equipped with 64 GB of RAM. The Network Interface Card (NIC) used for interconnection is an X540-
T273 at 10 Gbps. Features like VT-d and Hyper-threading are enabled on the BIOS. 
 
The initial set of experiments is based on three stress levels, with 10000, 20000 and 30000 subscribers respec-
tively. The number of subscribers influences also the number of calls per second. 
 
The profile of the experiments is show in Figure 19. 

                                                           
72  For more details also see: https://ark.intel.com/content/www/us/en/ark/products/75283/intel-xeon-processor-e5-2697-

v2-30m-cache-2-70-ghz.html  
73  Also see, inter-alia: https://ark.intel.com/content/www/us/en/ark/products/58954/intel-ethernet-converged-network-

adapter-x540-t2.html  

https://ark.intel.com/content/www/us/en/ark/products/75283/intel-xeon-processor-e5-2697-v2-30m-cache-2-70-ghz.html
https://ark.intel.com/content/www/us/en/ark/products/75283/intel-xeon-processor-e5-2697-v2-30m-cache-2-70-ghz.html
https://ark.intel.com/content/www/us/en/ark/products/58954/intel-ethernet-converged-network-adapter-x540-t2.html
https://ark.intel.com/content/www/us/en/ark/products/58954/intel-ethernet-converged-network-adapter-x540-t2.html
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Figure 19: Profile of the experiments. 
 

3.5.1.5 Results 

 
The performance results from the experiments consistently show that deploying Sprout on the Light DC (conf-0) 
results to be a more suitable choice, especially in terms of stability over different load levels. 
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Figure 20: Average Response Time for the Clearwater IMS with three different levels of stress (10.000, 20.000  
and 30.000 subscribers). 

 
This initial set of results demonstrates the general advantage of using Configuration 0 (which is the configura-
tion in which Sprout is deployed on the Light DC) over Configuration 1 (which is generally the same configura-
tion but with Sprout deployed on the Main DC). 
 
A deeper look at the response time is shown in Figure 21 and Figure 22, where the Probability Density Function 
of the response time for the two different configurations is shown. 

 
 

Figure 21: Probability Density Function of the Response Time when Configuration 0 is applied. 
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Figure 22: Probability Density Function of the Response Time when Configuration 1 is applied. 
 
Applying the first two steps of the methodology, we generated the PDF of the load and the result is shown in 
Figure 23. 

 
 

Figure 23: PDF of the load (number of packets per second received by Sprout) and related ranges (indicated 
with dotted lines). 

 
Then, results for Step 3 are showed in Figure 24. 
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Figure 24: Representation of Mean and Standard Deviation for the groups identified at the previous step. 
 
For the sake of the argument, we provided to the methodology an SLA for which the desired performance was 
perf3 (e.g. response time lower or equal to 500ms) for a maximum load of 12000 packets per seconds received 
by Sprout or at least 75% of the time. This SLA can only be satisfied by Conf-0. 
 
Applying Steps 5 (feature selection), 6 (decision tree generation) and 7 (rule extraction, the result in terms of 
extracted rules from the decision tree is shown with 2 classes based on the SLA: 
 

Rules: { 
    'Class-1': [ 
        ['LightDC@physical@machine@node_load1-job:LightDC > 0.24'] 
    ],  
    'Class-2': [ 
        [u'LightDC@physical@machine@node_load1-job:LightDC <= 0.24'] 
    ],  
    'Class-3': [],  
    'Class-4': [],  
    'Class-5': [],  
    'Class-6': [] 
} 

 
When running the workload, these rules can help to monitor the SLA, if our system is compliant or not with just 
one metric (load) with 99.75% of accuracy. This number is obtained from the data samples of performance and 
load while executing the workload.  
From these samples using load to predict performance model is valid 99.75% of the time. One of the main ad-
vantages of this machine learning approach is that these rules can easily be interpreted by a human as they are 
similar in concept to setting up alert thresholds for metrics/KPIs that are typical of traditional monitoring sys-
tems. With this approach this important tasks of operations and management can be automated.  
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3.5.2 Machine-Learning-assisted workload placement within the Main DC 
 
The two-tier architecture of the 5G ESSENCE project considers the Light DCs to generally be stand-alone edge 
hardware boxes, while the Main DC is a standard datacentre, comprising an arbitrary number of machines de-
signed to produce enough resources as required. Within this clusters, workloads need to be distributed be-
tween the physical machines as they arrive. This workload placement is a generic, well-known and a classic 
resource assignment problem: given a cluster of machines with workloads already running on them, which 
machine should a new workload be scheduled on for optimal performance? Simple solutions include round-
robin (RR) assignment to machines or choosing the machine with the lowest number of currently running jobs. 
 
However, correct placement can be difficult to achieve, since different workloads tend to have different effects 
on each other (the “noisy neighbour effect”). A good example is two workloads that are both I/O-heavy, which 
can both perform at much less than 50% of their performance when run together due to a phenomenon known 
as cache thrashing74. More elaborate solutions require prior knowledge about the running workloads, (e.g., 
which workloads are running on each machine and what is the new workload that has to be allocated). Having 
this information available requires detailed knowledge about running applications, while solutions for perform-
ing resource allocation need to rely on hand-crafted heuristics that are tuned for the target workloads, hard-
ware and applications. 
 

The approach termed “Chronos” within the 5G ESSENCE project, in-
stead, is fully automated. It continuously collects data from all ma-
chines in the cluster to characterize the load on the system. To keep 
this overhead low, we focus on hardware performance counters, 
which can be collected with hardware support in commodity CPUs 
(such as x86) at very little overhead.  
Chronos then takes the performance counters data of the workload 
running alone, as well as the data from each cluster machine, to do a 
placement decision that optimizes the performance and minimize the 
“noisy neighbour effect”.  

 
In a nutshell we use AI technology to answer the following questions, 
visualized in Figure 25: given a specific workload and a server to run it 
on, which already is running a set of other workloads, which is the 

expected performance? What is the best possible deployment scenario? 
 
 

3.5.2.1 Concept & Step-by-Step Example 

 
Chronos uses a machine learning algorithm to predict the noisy neighbour effect between a new applica-
tion/workload and the background applications/workload already running on the possible deployment targets 
(cluster machine) of the new application. Knowing the interaction between the new application and the collo-
cated workloads, it is possible to predict the overall performance of the final deployment (i.e., when the new 
application running on the server in addition to the already existing workload) in terms of an evaluation score, 
and thus select the best deployment scenario.  
 
We use a Neural Network for the prediction of the evaluation score, which takes as inputs the CPU perfor-
mance counters (perf counters) of the new application when running alone and the perf counters of the appli-
cation already running on the target server. CPU performance counters, or hardware counters, are a set of 
special-purpose registers built into modern microprocessors to store the counts of hardware-related activities 
within computer systems. These counters are often used to conduct low-level performance analysis or tuning. 
Note that because of only using hardware performance counters, the overhead of the data collection is negligi-
ble. 

                                                           
74  For more details also see, among others: https://en.wikipedia.org/wiki/Thrashing_(computer_science) 

Figure 25: Assigning a new workload E 
to a cluster machine. 

https://en.wikipedia.org/wiki/Thrashing_(computer_science)
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Like any AI technology, Chronos requires training. The initial training dataset can be built synthetically recording 
the perf counters of benchmark applications executed alone, and then recording the perf counter of the same 
benchmarks while running together in all the possible combination.  
Once the initial training is done, the system is able to continuously learn. In fact it can be fed with regular infra-
structure monitoring data. That is, the more Chronos runs the better the prediction outcome is expected to 
become.  
 

 
 

Figure 26: Training and Prediction phase of Chronos. 
 
We will now use a simple example to explain how Chronos works. Assume the need to deploy application E, 
with four different available choices, as shown in Figure 27: On which server should application E be deployed? 
 
The following steps are followed: 
 
1. Step 1 

 
a. Benchmark application E when running alone on a dedicated server.  

 
b. Measure hardware counters during the benchmark. 
 
 
 

2. Step 2  
 

a. Collect each infrastructure’s server hardware counters. 
 

b. The different servers run different applications together, so the measured counters represent a pro-
file of the aggregated servers’ workload. 

 
 

3. Step 3 
 
a. Use Chronos to evaluate the score of deploying E on each of the servers. 
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b. Select the server that gives the lowest score. 
 
Note that Step 1 only needs to done the once: i.e., the first time workload E is loaded on the system.  
If E is deployed again at a later point, Step 1 does not need to be repeated. 
 

 
 

Figure 27: A step-by-step example of applying Chronos to decide workload placement. 
 
The predicted evaluation score tells the performance quality a when a given set of applications are executed on 
the same server. Basically, knowing the KPIs of an application when running alone and when running together 
with other applications in background, it is possible to know its worsening factor 
(KPI_alone/KPI_plus_background). At the same time, knowing the KPIs of a set of application that are running 
on the same server, it is possible to compute the worsening factor when a new application is added to the set 
(KPIs_apps_set/KPIs_ application_set_plus_new_app).  
 
The evaluation score is used to represent the worsening factors and it can be tuned to predict different metrics: 
 
 New app worsening factor: in this case the best deployment scenario will be the one where the new add-

ed application will have the best performance. Use case: scheduling of jobs that have high priority. 
 

 Max background worsening factor: in this case the best deployment scenario will be the one where the 
maximum worsening factor across the background apps is minimized. Use case: minimize the number of 
strugglers.  
 

 Background worsening factor: in this case the best deployment scenario will be the one where the back-
ground applications have the smallest possible worsening factor. Use case: maintain the SLA of applica-
tions already running. 

 

3.5.2.2 Performance Evaluation 

 
In this section we will evaluate our solution by measuring: 
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 The overhead added to the system by the statistic collection  
 

 The execution time of our model. 
 

 The quality of the scheduling decisions taken by our algorithm 
 
 
For evaluation purposes, we used 7 different benchmarks that produce characteristic load on the system, and 
ran these in combination with each other: 
 
 caffe: a deep learning NN test, running the AlexNet75 deep NN. 

 
 ebizzy: a benchmarking producing load simulating typical webserver workloads. 

 
 openssl: repeated testing of SSL signatures. 

 
 scikit: Using the popular scikit-learn tool76 to perform dimensionality reduction on a dataset. 

 
 stream: A memory benchmark comprising a number of memory reading and writing patterns. 

 
 targzip: Compressing a large tree of directories and files. 

 
 x264: Encoding a test video with the x264 video codec77. 
 
 
All these benchmarks are taken from the Phoronix benchmark suite [52], a well-known suite of benchmarks for 
performance evaluation. The benchmarks were chosen to cover a wide range of application behaviors.  
Some of them (openssl, x264, ebizzy) are directly applicable to a VNF environment, while the others micro-
benchmarks targeted to stress certain subsystems (stream for memory, targzip for I/O) or are considered good 
overall stress testers of a system (caffe, scikit). 
 
 
Overhead of Hardware Counters 
 
Gathering metrics about the running system(s) should be lightweight and should not impact the systems them-
selves. Thus we chose to use hardware counters that can be read without additional overhead. Our system 
relies on CPU counter such: 
 
 cycles 

 
 instructions; 

 
 branches; 

 
 branch-misses; 

 
 L1-dcache-loads; 

 
 L1-dcache-load-misses; 

 
 LLC-loads78; 

                                                           
75  See: https://en.wikipedia.org/wiki/AlexNet 
76  For more details also see, for example: https://scikit-learn.org/stable/ 
77  See, inter-alia: https://www.videolan.org/developers/x264.html 
78  Also see: https://sandsoftwaresound.net/perf/perf-tut-count-hw-events/ 

https://en.wikipedia.org/wiki/AlexNet
https://scikit-learn.org/stable/
https://www.videolan.org/developers/x264.html
https://sandsoftwaresound.net/perf/perf-tut-count-hw-events/
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 LLC-load-misses; 

 
 dTLB-loads; 

 
 dTLB-load-misses; 

 
 iTLB-loads; 

 
 iTLB-load-misses. 
 

 
 

Figure 28: Overhead of collecting hardware counters. 
 
Figure 28 shows the relative performance of eight benchmarks when running while the hardware counter sta-
tistics are gathered. It easy to see that the statistic collection do not add overhead to the system, thus the 
benchmark’s performance is not influenced by the statistics gathering.   
 
Execution Time 
 
The “key” point when talking about execution (inference) performance of a Neural Network model is the size of 
the model itself. In fact, form the size of the model it depends both the number of operations (matrix multipli-
cations) and the memory consumption.  
There are two possible approaches to reduce the model size, thus improve its inference performance. First we 
can reduce the number of neurons and layers used by the model. Second we can apply quantization techniques 
to the model weighs. This second method directly depends on the executor, moreover different executors sup-
port different type of quantization. For instance, the latest NVIDIA GPUs offers quantified operation trough 32 
or 16 bit floating point operations, while the latest Intel CPUs supports quantization using 16 or 8 bit integer 
operations. Given that we want to target the broadest range of possible executors, we focused on reducing the 
numbers of neurons and layers required by our model. That is, we shrunk the size of the model to only 100KB, 
while keeping the same accuracy. 
 
In this section we evaluate the execution time of the Chronos model, all the presented results have been exe-
cuted on the same machine with the following configuration: 
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 CPU: Intel Core i7-9700K79 CPU @ 3.60GHz (Coffee Lake). 
 

 RAM: 32GB. 
 

 GPU: NVIDIA GeForce RTX 208080. 
 

 Operating system: Ubuntu 18.0481. 
 

 Kernel: 4.15.0-38. 
 

 CUDA82 Version : 10.083, diver version 418.3984. 
 

 Tensorflow 1.1385. 
 

 
 

Figure 29: Execution of the Neural Network (Inference). 
 
In Figure 29 we see the time it takes to compute the evaluation score for a single deployment configuration. 
The first column shows the execution time when the Chronos model runs on a GPU; in this case the GPU is the 
slowest executor. Indeed, the size of our model is pretty small and the overhead or moving data through the 
PCI bus to and from the GPU has a relevant impact on performance.   
CPU inference time are respectively 27% and 38% faster, depending if specialized AVX2 instructions86 are ena-
bled or not. This shows how the Chronos solutions can be easily deployed on commodity hardware and achiev-
ing at the same time the best performance possible. 
 
Note that while the current version of Chronos solves the job placement problem, due to its small execution 
time, it is entirely possible to extend our solution also to process scheduling (i.e., which job to run next on a 
system).  

                                                           
79  See, for example: https://www.intel.com/content/www/us/en/products/processors/core/i7-processors/i7-9700k.html 
80  See, for example: https://www.nvidia.com/en-us/geforce/graphics-cards/rtx-2080/ 
81  See: http://releases.ubuntu.nautile.nc/18.04/  
82  See: https://en.wikipedia.org/wiki/CUDA 
83  For more details see: https://developer.nvidia.com/cuda-10.0-download-archive 
84  For more details also see: https://docs.nvidia.com/deploy/cuda-compatibility/  
85  For further information also see: https://github.com/tensorflow/tensorflow/releases 
86  Also see: https://en.wikipedia.org/wiki/Advanced_Vector_Extensions 

https://www.intel.com/content/www/us/en/products/processors/core/i7-processors/i7-9700k.html
https://www.nvidia.com/en-us/geforce/graphics-cards/rtx-2080/
http://releases.ubuntu.nautile.nc/18.04/
https://en.wikipedia.org/wiki/CUDA
https://developer.nvidia.com/cuda-10.0-download-archive
https://docs.nvidia.com/deploy/cuda-compatibility/
https://github.com/tensorflow/tensorflow/releases
https://en.wikipedia.org/wiki/Advanced_Vector_Extensions
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In fact, this solution can be exploited even by a system scheduler by evaluating which job would perform best if 
scheduled. Usually a system scheduler has to schedule processes every 10s of milliseconds and our solution has 
execution time definitely below this threshold.  
 
 
Comparison with other Algorithms 
 
We now compare our method against a simple job scheduling algorithm. The baseline algorithm we chose 
schedules jobs depending on the number of jobs already running on the servers. This is a very common job 
scheduling approach. Basically the algorithm always selects the machine that has the fewest applications run-
ning, when all the available machines have the same number of jobs running, the algorithms picks at random. 
We will refer to this algorithm as Least Used Machine (LUT). The LUT algorithm may seem a naïve and simple 
baseline but it is actually used in production.  
For instance, the OpenStack Filter Scheduler [53] to select the best servers for the deployment of a new Virtual 
Machine can use as metric the number of VM instances already running on the servers.  
 

Table 7: Accuracy and MRR of ML-based resource placement decision and comparison algorithm. 
 

Benchmark 2 machines 10 machines 100 machines 

Accuracy MRR Accuracy MRR Accuracy MRR 

CHR LUM CHR LUM CHR LUM CHR LUM CHR LUM CHR LUM 

caffe 98.29 88.21 0.991 0.941 95.33 68.88 0.976 0.823 74.48 14.41 0.849 0.341 

ebizzy 97.63 88.05 0.988 0.940 93.16 67.27 0.964 0.814 58.77 14.65 0.762 0.345 

openssl 97.77 88.65 0.988 0.943 93.73 67.78 0.967 0.817 69.75 14.18 0.825 0.342 

scikit-learn 92.55 89.04 0.962 0.946 80.03 67.76 0.889 0.816 26.02 13.89 0.516 0.337 

stream 96.73 88.82 0.983 0.944 88.67 67.39 0.940 0.814 87.89 13.98 0.928 0.337 

targzip 94.88 88.40 0.974 0.942 84.27 68.23 0.916 0.819 54.41 14.12 0.716 0.338 

x264 98.20 88.54 0.991 0.943 95.45 66.80 0.976 0.810 78.85 14.44 0.883 0.342 

 
In Table 7 we see the results in term of accuracy and mean reciprocal rank of choice (MRR) of our algorithm 
(CHR) and the baseline (LUM). Accuracy in this case means how often the algorithm selected the best of all 
available machines.  
MRR is a measure of how close to optimum the selection was: For the correct choice, a score of 1 is awarded; 
for the 2nd best choice, 1/2; for the 3rd best, 1/3, and so on. The higher, and the closer the MRR is to 1, the bet-
ter the algorithm performed. Our solution outperforms the baseline, on average, by 9%, 25% and 77% in case 
the scheduling decision has to be taken between 2, 20 and 100 different servers. As expected, as the number of 
possible choices grows, Chronos shows much better performance due to its ability to learn from data. For ex-
ample, LUT is able to select the best server for running memory intensive workloads (stream) only in 14% of the 
cases, while Chronos is correct in 88% of the cases. 
 

3.5.3 Optimization-based Resource Allocation for VNFs 
 
In this section, we demonstrate the pros and cons of different SFC placement strategies through empirical simu-
lation of a 5G mobile network. To do so, we employ integer linear programming87 (ILP) techniques to formulate 
and solve a joint UE association, SFC placement, and resource allocation problem, where SFCs represent ser-
vices with certain E2E latency and data rate requirements requested by UEs located in different areas of the 
mobile network.  
 
Specifically, we compare three variants of the ILP formulation that aim to minimize E2E latency of requested 
services, service provisioning cost, and VSF migration frequency, respectively. We also develop a comprehen-
sive E2E latency model suitable for SFCs in the 5G mobile networks.  
We then propose a heuristic in order to address scalability issue of the ILP formulation. 

                                                           
87  For more informative details also see, among others: https://en.wikipedia.org/wiki/Integer_programming 

https://en.wikipedia.org/wiki/Integer_programming
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Figure 30: Sample mobile network, slice request and slice placement. Rectangles in the figures represent Data 
Centers (DC) where core network component VNFs can be spawned/instantiated, while solid and dotted lines 

represent, respectively, CP and UP traffic links. 

 

Figure 30(a) depicts the reference network architecture for the joint UE association, SFC placement and re-
source allocation problem. Let us consider a 5G network with the NG-RAN architecture in which we assume 
that, like traditional evolved NodeBs, DUs can still perform all baseband signal processing. While each CU can 
serve multiple DUs over FH links, each core network (5GC) can serve multiple CUs over BH links. We assume 
that in this hierarchical network architecture, the closer is the DC to the 5GC, the more is its computing capaci-
ty. 
 
Figure 30(b) illustrates examples of SFCs with the red and blue requests having, respectively, strict and loose 
latency requirements. Receiving SFC requests by the UEs, the network provider shall associate UEs to DUs and 
place the requested SFCs allocating sufficient resources (e.g., physical resource blocks (PRBs), computing re-
source (CPU), FH/BH bandwidth) while making sure that the requirements of the SFCs are satisfied and the 
network resources are used in an efficient manner.  
Depending on the requested SFC requirements and the utilization of network resources, there may be several 
mapping options each minimizing a certain cost function. The problem of UE association, latency-aware SFC 
placement and resource allocation can be formally stated as follows: 
 
Given: a 5G network with the NG-RAN architecture, the computing capacity of each DC/node (e.g., DU, CU, 
core), the transport network topology with the capacity of each FH/BH link and UEs with their requested SFCs 
along with the data rate and E2E latency requirements of the requested services. 
 
Find: UEs associations, SFC placements and resource allocation in the network. The related objectives are to: (i) 
minimize E2E latency for all UEs; (ii) minimize the overall service provisioning cost, and; (iii) minimize the migra-
tion frequency of VSFs. 
 
 
Mobile Network Model 
 

Let 𝐺𝑛𝑒𝑡 = (𝑁𝑛𝑒𝑡 , 𝐸𝑛𝑒𝑡) be an undirected graph modelling the mobile network, where 𝑁𝑛𝑒𝑡 = 𝑁𝑑𝑢 ∪ 𝑁𝑐𝑢 ∪

𝑁𝑐𝑜𝑟𝑒 is the union of the set of DUs, CUs and the core node. 𝐸𝑛𝑒𝑡 is the set of FH and BH links.  

An edge 𝑒𝑛𝑚 ∈ 𝐸𝑛𝑒𝑡exists if and only if a connection exists between n, m ∈ 𝑁𝑛𝑒𝑡. Each network node n ∈ 

𝑁𝑛𝑒𝑡has 𝜔𝑐𝑝𝑢(𝑛) computing capacity expressed in terms of the number of CPUs, and a single CPU is required 
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per VSF to be instantiated. Each VSF s ∈ 𝑁𝑣𝑠𝑓instantiated at the node n ∈ 𝑁𝑛𝑒𝑡, has capacity 𝜔𝑛𝑢𝑚
𝑠 (𝑛) expressed 

in terms of the maximum number of UEs that can share the same VSF mapped on the node.  
It is worth mentioning that the model also tackles the case where, due to high VSF demand, multiple instances 

of the same VSF are needed. Each DU d ∈ 𝑁𝑑𝑢is associated with a coverage radius of 𝛿(𝑑), in meters and a 
geographic location loc(n), as x, y coordinates.  
It is assumed that DUs have sufficient amount of PRBs in order to meet the data rate demand of the requested 
services, especially in a small-cell deployment scenario that enables aggressive frequency reuse. Another 

weight 𝜔𝑏𝑤𝑡(𝑒𝑛,𝑚)is assigned to each link 𝑒𝑛,𝑚∈𝐸𝑛𝑒𝑡: 𝜔𝑏𝑤𝑡(𝑒𝑛,𝑚) ∈ 𝑁 + representing the capacity (in Gbps) 

of the FH/BH link connecting the nodes n and m.  
 
Table 8 summarizes the mobile network parameters. 
 

Table 8: Mobile Network Parameters. 
 

Variable Description 

𝐺𝑛𝑒𝑡 Mobile network graph. 

𝑁𝑛𝑒𝑡 Set of nodes in 𝐺𝑛𝑒𝑡. 

𝑁𝑐𝑜𝑟𝑒  Set of cores in 𝐺𝑛𝑒𝑡. 

𝑁𝑑𝑢 , 𝑁𝑐𝑢 , 𝑁𝑛𝑑𝑢 Set of, respectively, DUs, CUs, non-DUs in 𝐺𝑛𝑒𝑡. 

𝑁𝑑𝑢
𝑐  Set of DUs connected to CU c ∈ 𝑁𝑐𝑢in 𝐺𝑛𝑒𝑡. 

𝑁𝑣𝑠𝑓 Set of virtualised service functions (VSFs). 

𝑁𝑖𝑛𝑠
𝑠   Set of instances of the VSF s∈𝑁𝑣𝑠𝑓. 

𝑁𝑐𝑙𝑠 Set of service classes. 

𝐸𝑛𝑒𝑡  Set of FH and BH links in 𝐺𝑛𝑒𝑡. 

𝜔𝑛𝑢𝑚
𝑠 (𝑛) UEs that can share VSF s ∈ 𝑁𝑣𝑠𝑓on n ∈ 𝑁𝑛𝑒𝑡. 

𝜔𝑐𝑝𝑢(𝑛) Processing capacity of the node n ∈ 𝑁𝑛𝑒𝑡. 

𝜔𝑏𝑤𝑡(𝑒𝑛,𝑚) Capacity of the link 𝑒𝑛,𝑚∈ 𝐸𝑛𝑒𝑡 . 

 
 
Service Function Chain (SFC) Request Model 
 

SFC requests are modelled as directed graphs 𝐺𝑟𝑒𝑞 = (𝑁𝑟𝑒𝑞 , 𝐸𝑟𝑒𝑞)where 𝑁𝑟𝑒𝑞 = 𝑁𝑢𝑒 ∪ 𝑁𝑠𝑓𝑐  is the union of the 

set of UEs and their requested SFCs, while 𝐸𝑟𝑒𝑞 is the set of virtual links between UEs and their SFCs, and the 

links between VSFs that make up SFCs.  
Each UE generates a certain amount of data per second to be processed by the requested SFC characterized by 

a maximum acceptable E2E latency 𝑇𝐸2𝐸(e.g., strict, medium, loose) and data rate 𝜔𝑏𝑤𝑡
𝑢 . 𝑇𝐸2𝐸  is computed from 

the time UEs start transmitting data in the uplink (UL) until the time they receive and process the data in the 
downlink (DL) as follows: 
 

 𝑇𝐸2𝐸 = 𝑇𝑡𝑟
𝑎𝑖𝑟 + 𝑇𝑝𝑟𝑝

𝑎𝑖𝑟 + 𝑇𝑝𝑟𝑐
𝑑𝑢 + 𝑇𝑡𝑟

𝑓ℎ,𝑏ℎ
+ 𝑇𝑝𝑟𝑝

𝑓ℎ,𝑏ℎ
+ 𝑇𝑒𝑥𝑐

𝑣𝑠𝑓
+ 𝑇𝑝𝑟𝑐

𝑢𝑒  (1) 

 
 

Where 𝑇𝑡𝑟
𝑎𝑖𝑟 ,𝑇𝑝𝑟𝑝

𝑎𝑖𝑟and 𝑇𝑡𝑟
𝑓ℎ,𝑏ℎ

,𝑇𝑝𝑟𝑝
𝑓ℎ,𝑏ℎ

are transmission and propagation time, respectively, over the air and FH/BH 

links, and 𝑇𝑝𝑟𝑐
𝑑𝑢 is the baseband processing time in both UL and DL directions.  

Lastly, 𝑇𝑒𝑥𝑐
𝑣𝑠𝑓

is the VSF execution time, and 𝑇𝑝𝑟𝑐
𝑢𝑒 is the UE processing time in DL. Since in reasonable settings the 

target block error rate (BLER) in mobile networks is 10%, we mimic hybrid automatic repeat request (HARQ) re-
transmissions by considering the data size to be transmitted and processed by the SFC 10% more the data gen-
erated by UEs.  
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It is worthwhile to mention that, although in the considered scenario data is transmitted and received by the 

same UE, the system model can be easily adapted to consider also the case in which data may be transmitted 

by one UE in UL and after processing be received by another UE in DL. Notice that VSFs can be served from any 

node as long as the network has sufficient resources and the E2E latency along with the data rate requirements 

are respected.  

 

Figure 30(b) illustrates samples of SFC requests, while Figure 30(c) shows some SFC placement options minimiz-

ing, respectively, the E2E latency, the service provisioning cost and the VSF migration frequency. Each UE 

u∈𝑁𝑢𝑒is also associated with a geographic location loc(u), as x, y coordinates.  
 
Table 9 summarizes the UE request parameters. 
 

Table 9: SFC Request Parameters. 
 

Variable Description 

𝐺𝑟𝑒𝑞  UE’s SFC request graph. 

𝑁𝑢𝑒 Set of UEs in 𝐺𝑟𝑒𝑞 . 

𝑁𝑠𝑓𝑐
𝑢  Set of VSFs in the SFC request of UE u ∈ 𝑁𝑢𝑒. 

𝐸𝑟𝑒𝑞  Set of all virtual links in 𝐺𝑟𝑒𝑞 . 

𝐸𝑟𝑒𝑞(𝑢) Set of virtual links of the UE u ∈ 𝑁𝑢𝑒. 

𝜔𝑏𝑤𝑡(𝑒′) Data rate demand of link e′ ∈ 𝐸𝑟𝑒𝑞(𝑢) of UE u ∈ 𝑁𝑢𝑒. 

 
 
Before formulating the ILP model, for each UE, we first need to find the set of DUs that provide coverage. Con-

sidering the locations𝑙𝑜𝑐(𝑢) of the UE 𝑢 ∈  𝑁𝑢𝑒 along with the location 𝑙𝑜𝑐(𝑑) and the coverage radius 𝛿(𝑑)of 
DUs 𝑑 ∈  𝑁, the set of candidate DUs 𝛺(𝑢) for the UE 𝑢 can be defined as follows: 
 

 

 

 
(2) 

 
Additionally, we need to know the network nodes (e.g., DUs, CUs, the core) that can host VSFs of the SFCs re-

quested by UEs. For each UE 𝑢 ∈  𝑁𝑢𝑒, the set of candidate nodes 𝛺(𝑢) can be defined as follows: 
 

 

 

 
(3) 

 
Thus, in our model, either the UE’s candidate DU, or the CU connected to the candidate DU, or the core node 
connected to the CU hosting the candidate DU can serve the UE’s SFC.  
 

Table 10: Binary variables. 
 

Variable Description 

𝜉𝑑
𝑢 Indicates UE 𝑢 ∈  𝑁𝑢𝑒  association with DU 𝑑 ∈  𝑁 

𝛷𝑢,𝑠
𝑛,𝑖  

Indicates if the VSF s ∈ 𝑁𝑣𝑠𝑓requested by the UE 𝑢 ∈  𝑁𝑢𝑒has been served by the UE𝑖 ∈ 𝑁𝑣
𝑖𝑛𝑠of 

the node n ∈ 𝑁𝑛𝑒𝑡 

𝛷𝑠
𝑛,𝑖  Indicates if any UE uses the ith instance of the VSF s ∈ 𝑁𝑣𝑠𝑓of the node n ∈ 𝑁𝑛𝑒𝑡 

𝛷𝑢,û
ñ 

Indicates if any VSF of UE û ∈ 𝑁𝑢𝑒 has been served by the non DU ñ ∈ 𝑁𝑛𝑑𝑢 

of UE 𝑢 ∈  𝑁𝑢𝑒. 

𝜁𝑒
𝑢,𝑒′  Indicates if the virtual link e’ ∈ 𝐸𝑟𝑒𝑞(u) of the UE 𝑢 ∈  𝑁𝑢𝑒  has been mapped to the substrate link 
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e ∈ 𝐸𝑛𝑒𝑡  

 
Table 10 shows all binary variable used in this ILP formulation. The first objective function (formula (4)) of this 
ILP formulation aims at minimizing the E2E latency to serve SFCs. Note that formula (4) does not take into ac-
count 𝑇𝑝𝑟𝑐

𝑢𝑒 since it is constant for a given UE and data size and is independent of any decision variable.  

It is worth to mention that since the VSF instances and the FH/BH links are shared in the mobile network, 

𝑇𝑡𝑟
𝑓ℎ,𝑏ℎ

𝑎𝑛𝑑 𝑇𝑒𝑥𝑐
𝑣𝑠𝑓

  depend on the number of UEs using, respectively, the same VSF instance on the same DC and 
the same FH/BH link. 
 

 

 

 
 
 
 
 
 
 
 
 
(4) 

 
The second objective function (formula 5) aims at minimizing the overall SFC provisioning cost. This encom-
passes the PRB usage cost𝛬 𝑝𝑟𝑏 (per PRB), the cost for using FH/BH bandwidth resources 𝛬𝑏𝑤𝑡(per Mbps) and 

the CPU usage cost 𝛬 𝑐𝑝𝑢(per CPU) with the latter being much more expensive than the former ones.  

 
While 𝛬 𝑝𝑟𝑏 is the same for all DUs and 𝛬𝑏𝑤𝑡 is the same for all links, the 𝛬 𝑐𝑝𝑢  depends on the node hosting 

the VSF. Specifically, the closer is the host node to DUs, the more expensive is the CPU usage cost to instantiate 
a VSF on that node. This cost selection approach is justified by the fact that the edge nodes posses less compu-
ting capacity compared to the core nodes. 
 

 

 

 
 
 
 
 
 
 
(5) 

 
The last objective function (6) has the goal of minimizing the migration frequency of VSFs. As opposed to previ-
ous cases, in the case, the CPU usage cost 𝛬 𝑐𝑝𝑢(𝑛, 𝑐𝑙) depends not only on the node hosting the required 

VSF, but also on the service class of the requested SFC. For example, if the UE requests a SFC that has a strict 
E2E latency requirement, it is cheaper to serve the SFC from a DU compared to CUs or the core. Conversely, if 
the SFC has loose E2E latency requirement, it is cheaper to serve the SFC at the core compared to CUs and DUs. 
This approach effectively leads to minimization of migrated VSFs since VSF migration, which mostly occurs in 
the previous mapping strategies, is triggered due to E2E service latency violation that stems from FH/BH and 
processing resource sharing.  
 

 

 

 
 
(6) 
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We will now detail the constraints used in this ILP formulation. Regardless of the objective function, all the 
following constraints have to be satisfied in order for a solution to be valid. Constraint (7) ensures that each UE 
is associated to one DU that belongs to its candidate set (8). 
 

 

 

 
(7)  
 
 
(8) 

Each VSF𝑠 ∈  𝑁𝑠𝑓𝑐
𝑢  of the SFC requested by the UE  𝑢 ∈  𝑁𝑢𝑒 must be served only once (9) by either the UE’s 

host DU, or the CU connected to the host DU or by the core node connected to the CU of the host DU (10). 
 

 

 

 

 
 
  (9) 
 
 
 
(10) 

Constraint (11) enforces for each virtual link there will be a continuous path established between the DU host-

ing the UE and the node(s) serving the SFC. 𝐸𝑛𝑒𝑡
∗𝑖  is the set of the links that originate from any node and direct-

ly arrive at the node 𝑖 ∈  𝑁 𝑛𝑒𝑡while 𝐸𝑛𝑒𝑡
𝑖∗ is the set of links that originates from the node i and arrive at any 

node directly connected to i. 
 

 

 

 
 
 
 
(11) 

 
Virtual links can be mapped to a FH/BH link in the mobile network as long as the link has enough capacity to 
meet the data rate demand of the virtual links (12). 
 

 

 

 
 
(12) 

While constraint (13) makes sure that the computing capacity of the nodes is not exceeded, whereas constraint 
(14) sets an upper limit on the number of UEs that can share the same VSF. 
 

 

 

 
(13) 
 
 
(14) 

 

The following constraint guarantees that the E2E latency to serve the UE 𝑢 ∈  𝑁𝑢𝑒 does not violate the latency 
limit of the service requested by the UE. 
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(15) 

 
Finally, since the FH/BH links are shared among the UEs that use those links, the transmission time over the 

links 𝑇𝑡𝑟
𝑓ℎ,𝑏ℎ

 depends on the aggregated data size to be transmitted over the links.  

Constraint (16) handles accurate 𝑇𝑡𝑟
𝑓ℎ,𝑏ℎ

 calculation for each UE, considering three cases. Specifically, if the VSF 
of the UE has been mapped on the core node then for each CU, it is checked if there are other UEs that have 
been associated to the same DU or to different DUs being connected to the same CU. If such UEs exist then it is 
checked if VSFs of those UEs are served by the core nodes (C1) or they are served by the CU connected to the 
host DU (C2).  
Whereas, C3 handles the case in which the UE’s VSF has been served by a CU and there are other UEs who have 
been associated with the same host DU with their VSFs being served either by the same CU or by the core con-

nected to the CU linked to the first UE’s host DU. After checking all possible VSF mappings, 𝑇𝑡𝑟
𝑓ℎ,𝑏ℎ

 is calculated 

for all UEs. 
 

 

 

 
 
 
 
(16) 

 
 
Heuristic 
 
The ILP formulation becomes computationally intractable as the size of the mobile network increases, e.g., the 
number of DUs/CUs, the variety of VSFs, the complexity of SFCs. For example, the ILP algorithm takes a day on 
Intel Core i7 laptop (3.0 GHz CPU, 16 Gb RAM) using the ILOG CPLEX 12.888 solver to associate and serve 300 
UEs making latency-sensitive SFC requests each composed of three VSFs in the network composed of 4 DUs, 2 
CUs and a core.  
In order to “address” this scalability issue, we develop a heuristic that is able to embed the same requests in 
less than a second. 
 
The proposed heuristic has an objective of minimizing the number of VSF instance migration, which is achieved 
in four steps. In the first step, the heuristic initiates sfc_cls vector to keep the count of each VSF demand per 
service class per DU. Then, the heuristic creates a list of candidate DUs, cand_du, for each UE by looping over all 
DUs, considering the coverage radius of each DU and the distance between the DU and the UE.  
Additionally, the heuristic creates a list of candidate nodes, cand_vsf, for VSFs in the SFC requested by the UE.  
 
In the second step, the algorithm considers all VSFs on each DU, and the VSF instantiation starts from the VSFs 
that belong to the SFCs with the loose latency class towards the ones with the strict latency class. Specifically, 
for each VSF from the loose service latency class, the algorithm first checks that if a VSF is already available on 
the core. If it is not available or does not have enough capacity to support the UEs’ demand, it instantiates a 
new VSF on the core.  
This process is repeated on the CU connected to the DU and then on the DU itself until the VSF is instantiated 
on one of these nodes. Once it has been instantiated, the sfc_cls vector is updated subtracting those UEs’ VSF 

                                                           
88  See, for example; https://developer.ibm.com/docloud/blog/2017/12/20/cplex-optimization-studio-12-8-now-available/ 

https://developer.ibm.com/docloud/blog/2017/12/20/cplex-optimization-studio-12-8-now-available/
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demand that are under the coverage of the DU that hosted the VSF or is connected to the node hosting the 
VSF. A similar process is performed for the medium latency class and the strict latency class VSFs with the order 
of, respectively, CU, core, DU and DU, CU, core. In the end, sfc_cls becomes a vector of zeros for all latency 
classes, indicating that all VSFs of the requested SFCs have been instantiated, and map_cand_vsf matrix is de-
rived containing VSF instances on all nodes. 
 
In the third step, the algorithm performs UEs’ association in the following manner. For each UE, the algorithm 
traverses all its candidate DUs for each considering every VSF of the SFC requested by the UE and computing its 
placement cost on its those candidates that already have the VSF instance. A VSF placement cost encompasses 
both the link and the node resource usage costs. At the end of this step, the heuristic picks the DU for the UE 
association that would result in the minimal UE association and its SFC placement cost. Finally, in the last step, 
the heuristic places the SFC requested by the UE and allocates required resources.  
Specifically, for each VSF of the UE’s SFC, the heuristic computes the E2E latency on each VSF instance of each 
candidate node that has the requested VSF. This is followed by checking if the VSF placement on the candidate 
node violates the latency class limit of the UE. If the VSF placement does not violate any UE’s latency limit then 
the algorithm will compute the mapping cost. After repeating this process for all the VSF candidate DCs, the 
algorithm will map the VSF to the DC that would serve the VSF with the minimal cost. Lastly, the network re-
sources will be allocated and 𝑇 𝑙𝑖𝑚time limit will be re–estimated for all the UE. 
 

3.5.3.1.1 Evaluation 

 
The mobile network considered in the simulations is composed of 7 nodes, similar to the one depicted in Figure 
30(a). The core node is connected to the CUs by means of 20Gbps fiber BH links, while the CUs are connected to 
the DUs by means of 10Gbps wireless FH links. The core node, CUs and DUs have, respectively, 10, 6 and 2 
CPUs, and it is assumed that each VSF requires a single CPU in order to be spawned/instantiated.  
Once a VSF has been instantiated at a network node that VSF can be shared among maximum of 10 UEs as long 
as the E2E latency requirement imposed by the services requested by the UEs is not violated due to the aggre-
gated task execution time of the VSF.  
In the simulations, SFC requests arrive in batches each of which corresponding to a timeslot composed of 5 UEs 
making SFC requests. With each batch, the algorithms try to associate all UEs (also the ones from the previous 
timeslots) and serve their SFC requests. Due to scalability issue of the ILP–based algorithm, we consider 15 
batches of SFC requests (75 UEs). Each SFC consists of VSFs, whose quantity is randomly picked from the set of 
{2, 3, 4}, which are then randomly picked from 10 VSFs. The VSFs in an SFC are sequentially connected to each 
other. Depending on the service class, the network provider has to guarantee a certain E2E latency and data 
rate requirements. Specifically, we consider three service classes having, respectively, [20, 50, 100]µs E2E laten-
cy, [400, 200, 150]Mbps data rate requirements and generating [1, 5, 9]Mbit data/task per second to be pro-
cessed by the requested SFC. 
 
We assume that sufficient PRBs are always allocated to the UEs in order to keep high QoS and make sure that 
the data rate requirement of their requested SFC is always satisfied. Moreover, since the focus of this work is 
mostly on the SFC placement problem, the selection of a particular UE channel model, although important, 
takes a secondary role. As a result, in the numerical evaluation, we leverage on a simple modulation and coding 
scheme (MCS) estimation model which is based on the distance between the UE and the host DU. Finally, for 
the sake of simplicity, it is assumed that the data size and data rate both in DL and UL remain the same.  

While 𝑇𝑡𝑟
𝑎𝑖𝑟 is computed for each individual UE by dividing the data generated by UE by its data rate, 𝑇𝑡𝑟

𝑓ℎ,𝑏ℎ
and 

𝑇𝑒𝑥𝑐
𝑣𝑠𝑓

are computed for all UEs employing, respectively, the same FH/BH link and VSF since FH/BH links and VSFs 
are shared resources.  

Specifically, 𝑇𝑡𝑟
𝑓ℎ,𝑏ℎ

for the UEs using the same FH/BH link at the considered moment is obtained by dividing the 

aggregated data size by the FH/BH link rate. Thus, 𝑇𝑡𝑟
𝑓ℎ,𝑏ℎ

is the same for all the UEs using the same FH/BH link. 

Whereas, 𝑇𝑒𝑥𝑐
𝑣𝑠𝑓

is the ratio between the product of the aggregated data size to be processed by the VSF and the 
number of CPU cycles for processing a single bit of data, and the CPU capacity. 𝑇𝑝𝑟𝑐

𝑢𝑒 is computed in a similar 

fashion for each UE. A single CPU capacity of a network node and a UE is, respectively, 3.5 GHz and 1.5 GHz.  
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CPU utilization. Since VSFs can be shared among several UEs, and a single VSF requires one CPU to be instanti-
ated, the CPU capacity of a node is expressed in terms of the number of UEs that can employ VSFs/CPUs on that 
node and is equal to the number of CPUs available at the node times the number of UEs that can use the same 
VSF/CPU.  
Consequently, CPU utilization of a node is computed by dividing the number of UEs using VSFs of that node by 
the overall capacity of the node. Let us now analyze the CPU utilization of DU, CU and core DCs for presented 
algorithms in a single simulation run. In Figure 31(a), we can observe that the CPU utilization at the DUs is the 
highest for the ILP-Lat algorithm due to the fact that, regardless of the E2E latency requirement of the request-
ed service, ILP-Lat algorithm tends to instantiate VSFs at the DUs as long as they have enough CPUs. Conversely, 
CPU utilization at the DUs is the lowest for the ILP-Cost. Indeed, we can observe that ILP-Cost starts placing VSFs 
at the DUs when the number of UEs in the network is 45. This can be justified by the fact that up to 40 UEs, ILP-
Cost provisions VSFs from the CUs and the core. However, when the VSF demand increases, some VSFs are 
placed at the DU in order to meet UEs’ E2E latency requirements.  
As for ILP-Mig and Heu-Mig algorithms, they pick the nodes for instantiating VSFs by considering the latency 
class of the requested SFC, ultimately achieving similar CPU utilization that lies between the ones achieved by 
ILP-Lat and ILP-Cost. Thus, they do not initially tend to consume the computational resources of only DUs or the 
core, like ILP-Lat and ILP-Lat, respectively, neglecting the latency class of the requested SFC. 
 

 
 

Figure 31: CPU utilization of DU, CU and core nodes. 
 
Figure 31(b) displays the CPU utilization at the CUs for all algorithms. It can be seen that the gap between CPU 
utilization achieved by the algorithms is narrow. This stems from the fact that apart from ILP-Mig and HEU-Mig, 
ILP-Lat and ILP-Cost start serving VSFs from CUs.  
Specifically, ILP-Lat starts placing VSFs at CUs because of the lack of CPU resource at the DUs, while ILP-Cost, as 
some point, starts placing VSFs at CUs in order to satisfy E2E latency demand of the UEs. As for CPU utilization 
at the core (see Figure 31(c)), we can observe a reverse trend compared to the one at DUs.  
Specifically, we can observe that no VSF is spawned at the core by ILP-Lat algorithm up to 40 UEs. Whereas, 
when the number of UEs demanding SFCs increases, VSFs start being served by the core due to the saturation 
of CPU resources at the DUs and CUs. As opposed to ILP-Lat, ILP-Cost increases the CPU utilization at the core 
up to 40 UEs, while with further increase in the service demand, the CPU utilization plummets as a result of 
migrating some VSFs from the core to CUs. Like in Figure 31(a), we can observe that the CPU utilization by ILP-
Mig and HEU-Mig algorithms resembles being in between the ones achieved by ILP-Lat and ILP-Cost. 
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Figure 32: FH and BH link utilization. 
 
Link utilization. Figure 32 illustrates the FH and BH link utilization as a function of the number UEs for the same 
single simulation run. We can observe that ILP-Cost algorithm achieves the highest level of FH and BH utilization 
up to 45 UEs making SFC requests. This is due to the fact that ILP-Cost strives to place VSFs at the core as long 
as the E2E latency requirement of the services requested by UEs is not violated. We can also observe that while 
with more UEs the FH utilization exhibits an increasing trend, the BH utilization drops significantly as a result of 
VSF migration from the core to CUs and DUs.  
As for ILP-Lat algorithm, it achieves the lowest FH and BH utilization due to its optimization objective. It is inter-
esting to notice in Figure 32(b) that up to 40 UEs, the requested VSFs are provisioned from DUs and CUs since 
no BH link is used. Similar to CPU utilization plot, FH utilization for all UEs and BH utilization up to 40 UEs in the 
cases of ILP-Mig and HEU-Mig algorithms lies between the ones achieved by ILP-Lat and ILP-Cost algorithms. 
Thus compared to ILP-Lat and ILP-Cost algorithms, the ILP–based and heuristic migration algorithms find better 
compromise between CPU utilization and FH/BH utilization. 
 
VSF provisioning DC change. Figure 33 shows the accumulated number of UEs whose VSF provisioning DC has 
been changed from DUs to CUs (see Figure 33(a)) and from core to CUs (see Figure 33(b)) with the arrival of UEs 
for the same single iteration. Since ILP-Lat seeks to place VSFs as close to DUs as possible, it results in the high-
est number of UEs changing their VSF provisioning from DUs to CUs and only a few UEs changing from the core 
to CUs. This is due to limited CPU capacity of DUs. Conversely, the objective of ILP-Cost algorithm causes the 
highest number of UEs to change their VSF provisioning from the core to CUs and only a few UEs changing their 
VSF provisioning from DUs to CUs. As for ILP-Mig and HEU-Mig algorithms, we can observe that the overall 
number of UEs that change their VSF provisioning is less compared to the ones achieved by ILP-Lat and ILP-Cost 
algorithms. We can also observe that ILP-Mig results in the lowest number of UEs’ VSF provisioning change due 
the optimality of found solutions as opposed to the ones found by HEU-Mig. 
 

 
 

Figure 33: UEs whose VSF provisioning has been changed. 
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Quantity of migrated VSFs per DC. In order to get an insight into how migration of VSFs takes place between 
different network nodes, let us analyse Figure 34(a), which illustrates the average number of migrated VSFs at 
each node/DC for 10 simulation runs. As expected, the highest number of VSF migrations takes place when ILP-
Lat algorithm is used. This stems from the fact ILP-Lat starts instantiating VSFs from DUs towards the core, and 
since the CPU capacity of the nodes is limited, ILP-Lat makes VSF placement decisions based on their demand, 
resulting in the highest number of VSF migration. The second highest number of VSF migrations are caused by 
ILP-Cost algorithm. The main reason for this is that migration of VSFs is triggered due to E2E latency require-
ment of the requested services since ILP-Cost starts placing VSFs from the core towards DUs, entailing to high 
transmission delay over FH/BH links, which may result in a rejection of UEs SFC requests unless VSFs are mi-
grated from the core towards the edge. As for ILP-Mig and Heu-Mig algorithms, due to their objective function 
(see formulas (4) and (5)), they migrate fewer VSFs from each node compared to the rest of the algorithms. 
Among the algorithms minimizing the number of VSF migrations, ILP-Mig achieves a fewer VSF migration since, 
as opposed to Heu-Mig, it is always able to find an optimal VSF placement solution. 
 
Acceptance ratio. Since all constraints defined in previous section for the ILP-based algorithms are imposed on 
all of them, although with different VSF placements due to different objective functions, they accept an equal 
number of UEs. Specifically, Figure 34(b) shows that the three ILP-based algorithms accept all SFC requests of 
UEs during all simulations. Whereas, due to suboptimal VSF placements, Heu-Mig accepts 90% of UEs’ SFC re-
quests on average with the maximum of 4.5% difference from the mean values in their confidence intervals. 
 

 
 

Figure 34: Quantity of migrated VSFs per DC, acceptance ratio and execution time for all algorithms. 
 
Execution time. The main motivation for proposing the heuristic is to address the scalability issue of the ILP-
based algorithms. Figure 34(c) shows the average execution time of associating a single SFC request for all algo-
rithms. Among the ILP-based algorithms, it can be observed that the execution time for ILP-Mig is around 100 
times lower than those of ILP-Lat and ILP-Cost. The rationale behind this is the simplicity of the objective func-
tion of ILP-Mig (see formula 6) in comparison with the ones of ILP-Lat and ILP-Cost (see formulas (4) and (5)). 
Nevertheless, the execution time of ILP-Mig is significantly more (around 200 times) compared to the Heu-Mig 
algorithm. Thus, the heuristic algorithm demonstrates a trade–off between the optimality (e.g., acceptance 
ratio) and the scalability of the solution. 
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3.6 Radio Resource ML Management 

3.6.1 Data Analytics in the RAN 
 
Data analytics – understood as the pursuit of extracting meaning from raw data – will be “key” to getting 5G 
networks efficiently rolled out and operated. The challenge is to efficiently handle the big amount of data origi-
nated within a mobile network and turn it into value by gaining insight and understanding data structures and 
relationships, extracting exploitable knowledge and deriving successful decision-making. The long term vision, 
expected to fertilize in the 5G ecosystem, is to enable largely autonomous networks which are able to self-
configure, self-monitor, self-heal and self-optimize with minimum human intervention. 
 
Specifically for the Next Generation Radio Access Network (NG-RAN), functions such as Radio Network Planning 
(RNP) and Self-Organizing Networks (SON) are likely to undergo significant transformation though the introduc-
tion of data analytics and closed-loop automation. For instance, the RNP process will benefit from the capability 
to process live network measurements and extract data features and models (e.g., network spatial-temporal 
traffic patterns along with the corresponding prediction models, clustering models for identifying cells with high 
interaction) to be integrated in the planning process loop. Similarly, complex SON use cases gaining more rele-
vance in 5G such as massive MIMO parameters configuration can benefit from Machine Learning (ML) algo-
rithms trained with big data analytics. In addition, Radio Resource Management (RRM) algorithms embedded 
within the NG-RAN nodes are also within the scope of this transformation.  
 
In order to facilitate adoption of data analytics solutions, the latest 3GPP 5G specifications (Release 15) have 
already delineated a network function (NF) called NetWork Data Analytics Function (NWDAF) [54] intended to 
provide data analytics information services to other NFs within the 5G Core (5GC) and a number of use cases 
involving the operation of the NWDAF in the context of network automation have been analysed in [55].  
The approach to be followed in the NG-RAN concerning the support of data analytics services is at a much more 
incipient stage, being one of the open points under consideration the need and feasibility of introducing a logi-
cal entity/function for RAN centric data collection and utilization [56].  
 
The inherent peculiarities of the wireless mobile environment have to be accounted in the design of data ana-
lytics and AI-based mechanisms for the RAN. Specifically, the intrinsic randomness associated to, for example, 
propagation and traffic conditions or the dynamicity due to mobility and interference conditions require careful 
consideration when collecting, processing and exploiting measurements and statistics derived from them.  
In this respect, data analytics frameworks in the RAN should include mechanisms to ensure robustness against 
non-stationarity [57] or to deal with imbalanced learning [58], which can be particularly critical in the RAN 
when trying to detect situations that rarely occur in the real network (e.g. anomalous cell behaviors, anomalous 
traffic levels, faults, etc.) and therefore they can hardly be represented in the datasets used to train a ML algo-
rithm. 
 
With all the above considerations, the next sub-sections develop two examples for exploiting data analytics in 
the RAN in accordance with the architecture defined by the 5G ESSENCE project. The first one is a very simple 
but illustrative case that exploits the knowledge about mobile and stationary users in conjunction with data 
measurements collected from the radio interface for performing smarter Radio Admission Control (RAC) deci-
sions based on simple statistical tools. In turn, the second one intends to illustrate the possibility of using more 
sophisticated statistics and machine learning tools for optimizing the admission decisions in multi-tenant sce-
narios. 
 

3.6.2 Example 1  
 
This section presents a simple example of exploitation of data analytics information that combines, on the one 
hand, measurements collected from the RAN and, on the other hand, assistance information provided by the 
5G Core (5GC) for RAN optimization. As defined in 3GPP [59], this assistance information includes, among oth-
ers, the “expected User Equipment (UE) mobility” field, used to indicate whether a UE is expected to be sta-
tionary or mobile. Based on exploiting these pieces of information, this section intends to assess the benefits of 
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analytics for enhancing the radio admission control function in a scenario that combines both fixed and station-
ary users.   
 
Figure 35 depicts the network architectural view for the proposed data analytics-enhanced RAC solution, 
aligned with the 5G ESSENCE architecture and with the 5G ESSENCE telemetry and analytics framework. The 
RAC algorithm is executed to decide on the admission or rejection of new Data Radio Bearers (DRBs) requiring 
Guaranteed Bit Rate (GBR) services. It is executed for each cell and it is hosted at the cSD-RAN controller, which 
includes the control plane functions of the upper layers of the radio interface protocol stack in the gNB89. It is 
assumed that, as explained in [59], the 5GC provides the RAN (i.e. the cSD-RAN controller in this case) with the 
“expected UE mobility” field for the different users served by the cell.  
This information is used by the RAC algorithm for better estimating the Resource Block (RB) requirements of 
the incoming requests, under the rationality that, for stationary users, a more accurate estimation can be per-
formed than for mobile users.  
In this respect, the RAC algorithm will be supported by the RAC Data Analytics (DA) application residing in the 
analytics framework of 5G ESSENCE for performing this estimation.  
 
The analytics framework can be conceived as an execution platform for different DA applications. A particular 
DA application may be programmed to deliver general-purpose data analytics information that can be exploited 
by one or several RRM/SON functions.  
The DA applications leverage the contextual information component that stores the different measurements 
collected by the 5G ESSENCE telemetry framework and the statistics and ML processing toolboxes, with a col-
lection of libraries with data processing functions to manipulate and generate the necessary statistics and be-
havioral models from the collected data.  
 
Based on the architectural view depicted in Figure 35, the following sub-sections provide the details about the 
RAC algorithm and the RAC DA application considered in this example, including their interactions. 
 

 
 

Figure 35: Data analytics for enhancing radio admission control in scenarios with stationary and mobile users. 
 
 

                                                           
89  After the Base Transceiver Station (BTS) in 2G, the NodeB in 3G, the eNB in 4G, the term “gNB” is introduced in the 

context of 5G-related actions. 
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3.6.2.1 Radio Admission Control algorithm 

 
The RAC algorithm is triggered whenever a new GBR DRB has to be established in one of the cells handled by 
the cSD-RAN controller. It has to decide whether the new DRB can be admitted or not. In general terms, the 
RAC needs to ensure that the cell will have sufficient RBs to fulfil the GBR requirements of the new DRB as well 
as those of the already admitted DRBs. For this reason, a key issue of the RAC process is to properly predict the 
amount or RBs that will be needed by the new DRB. This is challenging because, due to the random behaviour 
of the radio channel and the experienced propagation conditions, the bit rate requirements of a DRB cannot be 
deterministically mapped to a number of required RBs, but they need to be statistically estimated. While the 
usual approach in existing RAC schemes (see e.g. [60]) is to perform this estimation for a new UE based on 
measurements of all users in a cell, the proposed solution allows the RAC algorithm to incorporate UE-specific 
data analytics information provided by the 5G ESSENCE analytics framework. 
Specifically, the proposed RAC accepts a new incoming DRB with requirement GBR if the following condition 
holds: 
 
 

max     (1) 

 

where  is the actual number of RBs consumed by the GBR DRBs already admitted in the cell, obtained as an 

average over a certain time window, max is the maximum number of RBs to be used by GBR DRBs and  is the 
estimation of the RBs required by the new GBR DRB. This estimation involves information provided by the ana-

lytics and distinguishes the cases of stationary and mobile UEs. In particular, for stationary UEs,  is defined as 
GBR/(SUE,i·B), where B is the RB bandwidth and SUE,i is the average spectral efficiency associated to the i-th sta-

tionary UE. Instead, in case of mobile UEs,  is defined as GBR/(Scell·B), where Scell is the average spectral effi-
ciency associated to the whole cell. Clearly, SUE,i could substantially differ from Scell (e.g., SUE,i>>Scell if the station-
ary UE is close to a base station covering a wide area). The values of SUE,i and Scell are obtained by the gNB-CU 
from the RAC DA application, as explained in the following sub-section.  
 

3.6.2.2 RAC data analytics application 

 
Within the analytics framework, the RAC algorithm explained above is supported by the RAC DA application, 
responsible of computing and storing the values of the average spectral efficiency Scell for each cell and SUE,i for 
each i-th stationary UE. For this purpose, it is assumed that the RAC DA application is aware of the list of sta-
tionary UEs in each cell. This can be automatically generated from information provided at runtime by the gNB 
to the DA application (e.g., when a stationary UE is first registered in the network, its serving gNB informs the 
RAC DA application about its presence). 
 
The RAC DA application triggers the telemetry framework for starting the collection of the measurements 
needed to compute Scell and SUE,i. Specifically, as depicted in Figure 35, the Channel State Information (CSI)-
reports sent by the active UEs to the CESC are collected, which include [61] the Channel Quality Indicator (CQI) 
mapped to a channel coding rate r and modulation scheme with m bits/symbol that can be used by the UE, and 
the Rank Indicator (RI) that indicates the suitable number of transmission layers for downlink transmission in 
case of spatial multiplexing. 
 
From each CSI-report of each UE, the RAC DA application gets one sample of r, m, RI and estimates the spectral 
efficiency as Se(b/s/Hz)=RI·m·r.  
 
Then, the average values of Scell and SUE,i are estimated, respectively, from all the spectral efficiency samples 
obtained from all the UEs of the cell and from the samples of the i-th stationary UE as follows: 
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where Se(k) and Se(k,i) denote the k-th sample of spectral efficiency from the total and from the i-th stationary 
UE, respectively, and K and Ki are the total number of collected samples in each case.  
 
The number of samples K and Ki to be collected could be set in accordance with the desired accuracy (e.g., de-
fined in terms of a confidence interval width) of the estimated average values with respect to their real values. 
For example, in case of a desired 95% confidence interval width W for estimating Scell, the required number of 

samples would be K16·2/W2 where  is the standard deviation of the spectral efficiency in the cell [62]. 
 
The resulting values of Scell and SUE,i are stored and provided upon request to the RAC algorithm at the cSD-RAN 
controller. Specifically, whenever the RAC function is executed for a new DRB of the i-th UE, the RAC will query 
the RAC DA application asking for SUE,i if the GBR DRB request is associated with a stationary user or Scell if it is 
associated with a mobile user.  
 
It is worth mentioning that the stored values of Scell and SUE,i will be valid as long as the cell’s conditions do not 
change (i.e., remain stationary). In practice, the system can face modifications in the operating conditions of a 
cell, such as changes in the spatial traffic distribution, modifications in the configuration parameters of the cell 
(e.g., transmit power, azimuth, etc.), modifications in the neighbour cells leading to different interference pat-
terns, changes in the environment due to the construction of new buildings, etc. Therefore, the RAC DA applica-
tion needs to incorporate functions to detect relevant changes that affect the validity of Scell and SUE,i so as to 
gather again the measurements and regenerate the statistics. 
 

3.6.2.3 Performance evaluation 
 
To assess the performance of the proposed approach, let us consider a cell in 3.5 GHz deployed in a rural sce-
nario characterised with the parameters listed in Table 11. As a representative case of stationary users, let con-
sider that the macrocell provides service to a household with a Fixed Wireless Access (FWA) subscription that 
includes GBR services (e.g. high-resolution video streaming services), as well as to mobile subscribers camping 
within the cell coverage.  
FWA is a way for homes and businesses to connect to the internet over the air using mobile network technolo-
gy, rather than a physical connection through traditional fibre-optic or copper wiring. It is worth mentioning 
that, while FWA services are already a reality today by using existing 4G technology [63], it is predicted that 5G 
will lead to an explosion in FWA services [64] because of the much higher internet speeds and reduced latency 
achievable. 
 
The FWA subscriber is assumed to be equipped with a residential gateway (RG) installed in the household that 
connects to the gNB as a FWA UE. Inside the household, different devices (e.g., TV sets, laptops, tablets, 
smartphones, etc.) are attached to the RG by means of Wi-Fi or wired solutions (e.g.: optical fibre, power line 
communications). Accordingly, the traffic generation model assumes that the FWA UE generates GBR sessions 
associated to the devices inside the household following a Poisson arrival process90 with rate λ sessions/s. The 
duration of the sessions is exponentially distributed with average T (s). Each session requires establishing a DRB 
with the GBR value indicated in Table 11. Then, the results are presented for different values of the average 
GBR offered load, given by L=λ·T·GBR (Mb/s). 
 
The results consider two possible locations of the FWA UE within the cell coverage: 
 
 Location 1 (close to the gNB): The household is located at 100m of the gNB, experiencing a total propaga-

tion loss of 85 dB. The average spectral efficiency SUE observed in this location is 8.8 b/s/Hz. 
 

 Location 2 (far from the gNB): The household is located at 1km of the gNB, experiencing a total propaga-
tion loss of 128 dB and an average spectral efficiency SUE=2.5 b/s/Hz. 

 
 

                                                           
90  For more details also see: http://www.wirelesscommunication.nl/reference/appendix/poisson.htm  

http://www.wirelesscommunication.nl/reference/appendix/poisson.htm
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It is also assumed that mobile subscribers only activate non-GBR services, which make use of the remaining 
capacity of the cell that is not used by the GBR services. Therefore, and in order to ensure that the cell will al-
ways have some remaining capacity to properly serve non-GBR services, the RAC regulates the total RB con-

sumption of GBR services by setting max to 60% of the total RBs of the cell (see Table 11). In this way, at least 
40% of the RBs remain available for non-GBR services.  
 
Regarding the average spectral efficiency value Scell, when the mobile UEs are uniformly distributed around the 
gNB within a radius R km and the FWA household is in location 1 with an average offered load L=20 Mb/s, it is 
obtained that Scell={6.3, 4.7, 4.2} b/s/Hz for R={1,2,3} km, respectively, and a 95% confidence interval width 
W=0.02. In turn, when the FWA household is in location 2, the resulting values are Scell={5.3, 3.8, 3.2} b/s/Hz.  
 

Table 11: Scenario parameters. 
 

Parameter Value Parameter Value 

Cell radius R Varied: 1 km, 2 km, 3 km Cell bandwidth 
20 MHz (NRB=106 RBs with 
subcarrier spacing 15 kHz) 

Path loss and 
shadowing 
model 

Rural macrocell model of [65] with gNB 
antenna height 35m, UE height 1.5m 
and minimum distance of 10m be-
tween UE and gNB. 

Spectral effi-
ciency model 

Model in section A.1 of [66] 
with maximum spectral effi-
ciency 8.8 b/s/Hz and 1 layer 
(RI=1) 

Base station 
antenna gain 

5 dB UE Noise figure 9 dB 

Frequency 3.6 GHz GBR values 5 Mb/s, 10 Mb/s, 20 Mb/s 

Transmitted 
power 

43 dBm max 0.6·NRB=63.6 

 
Figure 36(a) presents the blocking probability experienced by GBR services (i.e. the probability that the RAC 
rejects an incoming GBR DRB).  
Results are presented as a function of the average GBR offered load L for the case when the FWA household is 
in location 1, the cell radius is R=3 km and the required GBR is 10 Mb/s. The figure compares the results of the 
proposed approach with a reference approach that considers instead the average cell behaviour, that is it ap-

plies the condition (1) with =GBR/(Scell·B). It is observed that the proposed approach achieves substantially 
lower blocking than the reference scheme. The reason is that, in location 1, SUE,i is higher than Scell and thus the 

reference approach overestimates the term  with respect to the real RB consumption of the DRBs generated 
by the FWA UE. Therefore, it leads to some unnecessary rejections that can be avoided by the proposed ap-

proach thanks to its more accurate estimation of . 
 

 
(a)     (b) 

 
Figure 36: Blocking probability experienced by GBR services assuming a household with FWA in: (a) location 

1; (b) location 2. 
 
For the case that the FWA household is in location 2, where Scell >SUE,i, the situation reverses since the reference 

approach underestimates the term  with respect to the real RB consumption of the GBR DRBs of the FWA 
UE. Therefore, it makes incorrect admission decisions that lead to exceeding the maximum capacity of GBR 
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users established by max. As a result of these wrong admissions, less capacity remains for non-GBR services. 
This is depicted in Figure 37, which shows, on the one hand, the throughput achieved by non-GBR services 
when the household is in location 2 and, on the other hand, the probability that the GBR services consume 

more than the limit of max RBs. It can be observed that, thanks to the better estimation of the term  carried 
out by the proposed approach, the RAC allows better controlling the cell capacity left for non-GBR services and 
thus increasing the bit rate available for these services. Instead, the reference approach, leads to a high proba-

bility of exceeding the limit of max RBs. Obviously, this better control of the capacity is at the expense of the 
GBR services that experience a worse blocking probability, as seen in Figure 36(b).  
 

 
 

Figure 37: Throughput of non-GBR services and probability that GBR services consume more than max RBs as 
a function of the offered GBR load assuming household with FWA in location 2. 

 
In order to better delimitate the interest of the proposed RAC solution, a wide range of different scenarios 
reflecting different propagation conditions and different requirements of the GBR services needs to be ana-
lysed. In this respect, Table 12 presents the obtained maximum GBR capacity, measured as the maximum of-
fered load of GBR services to ensure a maximum blocking probability of 2%, for different values of the GBR 
requirement and for different cell radius.  
Results consider that the FWA household is in location 1 and compare the capacity achieved with the proposed 
approach and the reference scheme, showing the gain in percentage in parenthesis. Results reveal that the 

highest gains are obtained for high GBR values because they lead to higher values of the term  considered in 
the admission condition (1). 
   

Therefore, the overestimation of  that occurs when taking the average cell behaviour has a more significant 

impact in terms of the maximum users that can be admitted. On the contrary, for low GBR values, the term  
represents a smaller contribution to the admission condition (1) and, therefore, errors in the estimation of this 
term have less impact in terms of capacity.  
 
Regarding the impact of the propagation conditions, analysed through the different radius R in Tab le 12, it is 
observed that the highest gains are achieved for large values of R.  
The reason is that, since the average spectral efficiency of the cell decreases with R, it becomes less representa-

tive of the spectral efficiency experienced by the FWA UE at location 1, leading to higher overestimation of  
and to lower capacity.  
 
Based on these results, it is concluded that the proposed RAC solution finds high interest in cells providing wide 
coverage area and serving high capacity-demanding FWA users. 
  
 

Table 12: Maximum GBR capacity (Mb/s) for different scenarios. 
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2 km 61.5 66 (+4.5%) 43 51 (+18%) 22 33 (+50%) 

3 km 61.5 66 (+4.5%) 36.5 51 (+40%) 12.1 33 (+175%) 

 

3.6.3 Example 2 
 
This example intends to optimize the radio admission control decisions in a multi-tenant network by exploiting 
data analytics information extracted and processed from the RAN. The functional entities of the 5G ESSENCE 
architecture involved in this example together with their relationships are illustrated in Figure 38.  
The RAC algorithm is located at the cSD-RAN controller. It makes decisions on the acceptance or rejection of 
new Data Radio Bearers (DRB) in a cell based on the current state of this cell defined by the number of admit-
ted QoS flows for each service and tenant. The decision making policy, which establishes the decisions (actions) 
to make for each possible state, is provided by the RAC Data Analytics (DA) application within the 5G ESSENCE 
analytics framework. For this purpose, the RAC DA application relies on measurements collected by the teleme-
try module from the cSD-RAN controller and on an optimisation process that makes use of a Semi Markov Deci-
sion Process91 (SMDP) to model the RAC. The different components of this example are elaborated in the fol-
lowing sub-sections.  
 

 
 
 

Figure 38: Data analytics for optimizing the radio admission control in multi-tenant scenarios. 

 

3.6.3.1 Radio Admission Control algorithm 

 
Let us assume a 5G NR cell handled by the cSD-RAN controller with a total of P Resource Blocks (RB), each one 
with bandwidth B. The cell is operated by an infrastructure provider supporting Q different slices. Each slice is 
associated to a different tenant and, therefore, the terms slice and tenant will be used interchangeably in the 
following. 
 
Tenant q uses its associated slice to provide Sq services numbered as s=1,..,Sq to its users. Only Guaranteed Bit 
Rate (GBR) services are assumed. Following the Quality of Service (QoS) model of [54], the requirements of 
service s of tenant q are specified in terms of the Guaranteed Flow Bit Rate (GFBR), denoted as GFBRq,s. 
 
The users of the different services and tenants generate sessions and each new session involves the establish-
ment of one QoS flow, mapped to a Data Radio Bearer (DRB) that enables the data transfer through the radio 

                                                           
91  For further information also see; https://en.wikipedia.org/wiki/Markov_decision_process  
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interface according to the expected QoS. Without loss of generality, a one-to-one mapping between QoS flows 
and DRBs is assumed here. 
 
The contractual relationship between a tenant and the infrastructure provider is defined in terms of a Service 
Level Agreement (SLA) that records a common understanding about the service offered by the infrastructure 
provider, together with the measurable target values characterizing the level of the offered service. In this re-
spect, it is assumed that the SLA of tenant q, denoted as SLAq, is defined in terms of the contractual aggregate 
GFBR to be guaranteed for all the QoS flows of the tenant in the cell.   
 
Whenever a new QoS flow is established, the RAC function at the cSD-RAN controller is triggered to determine 
if the DRB associated to the new QoS flow can be admitted or not. In general terms, the RAC decision should 
take into account the QoS requirements of the different services and the number of QoS flows that have been 
already admitted in the cell for each service and tenant.  
This information is captured in the state of the cell at a certain time, which is defined by the matrix X={nq,s} 

where nq,s is the number of admitted QoS flows of the s-th service of the q-th tenant. X is a Q  S matrix with 
S=max(S1,...,SQ). In order to consider that a tenant can have a number of services Sq lower than S, it is assumed 
that nq,s=0 for s>Sq. Therefore, the state space 𝒳 is defined as: 
 

 𝒳 = {𝐗 = {𝑛𝑞,𝑠} ∈ ℕ𝑄×𝑆:  0 ≤ 𝑛𝑞,𝑠 ≤ 𝑁𝑚𝑎𝑥,𝑞,𝑠} (3) 

 
Where Nmax,q,s is the maximum possible number of QoS flows for the s-th service of the q-th tenant, given by 

P·Se,max·B/GFBRq,s for 1  s  Sq and equal to 0 for Sq < s  S. Se,max (b/s/Hz) is the maximum spectral efficiency 
that can be achieved in the radio interface. It is worth mentioning that Nmax,q,s is an upper bound in the number 
of QoS flows that can be admitted for each service and tenant, while the RAC function can introduce stricter 
limitations depending on the considered RAC policy. 
 
Based on the above, the operation of the RAC algorithm can be formalized through a RAC policy, defined as a 

stationary rule that associates each state X𝒳 with an action A(X)={aq,s}, represented as a Q  S matrix whose 
components aq,s denote the decision to be made for a new session arrival of the s-th service of the q-th tenant 
when the cell is in state X, being aq,s=1 for acceptance and aq,s=0 for rejection. 
 

For a given state X𝒳, the action space 𝒜X defines the set of eligible actions in this state and is composed by 
those actions that lead to another state of the state space 𝒳. This is formally defined as: 
 

 𝒜𝐗 = {𝐀 = {𝑎𝑞,𝑠} ∈ ℕ𝑄×𝑆:  𝑎𝑞,𝑠 ∈ {0,1},  𝑎𝑞,𝑠 = 0  if 𝐗 + 𝐞𝐪,𝐬 ∉ 𝒳 } (4) 

 

Where eq,s is a Q  S matrix with all elements equal to 0 except the element in the q-th row and s-th column, 
which equals 1. Therefore, X+eq,s denotes the new state that will be reached if a new session of the s-th service 
of the q-th tenant is admitted while being in state X.  
 
The performance achieved with a given RAC policy will be highly dependent on the characteristics of the envi-
ronment where the cell is operating, e.g. in terms of propagation and interference, since this will impact on the 
required RBs by the admitted DRBs to achieve their GBR requirement and thus on the number of DRBs that are 
admissible. Therefore, as reflected in Figure 38, the RAC policy is provided to the RAC algorithm by the RAC data 
analytics application, which can find an optimized policy by exploiting the contextual information about the 
environment collected by the telemetry framework and by applying the appropriate ML tools.    
 

3.6.3.2 RAC data analytics application 

 
The objective of the RAC data analytics application in this example is to determine the optimum RAC policy to 
be applied by the RAC algorithm of each cell handled by the cSD-RAN controller. In general, different ML tools 
can be selected for this purpose. Each tool requires its own specific hypotheses to be fulfilled in order to be 
applicable to the considered problem.  
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In the context of this work, these hypotheses are related with the dynamic traffic generation process, assuming 
that the users of the s-th service of the q-th tenant generate sessions following a Poisson arrival process with 

rate q,s sessions/s and that the session durations are exponentially distributed with average (1/q,s) s. Conse-
quently, the dynamic evolution of the system follows a Markov chain in which state transitions occur due to 
either the generation of new sessions that are admitted by the RAC algorithm or to the finalization of existing 
sessions. Besides, since the RAC function makes an acceptance or rejection decision each time that a new ses-
sion is generated, the time between RAC decisions is a continuous random variable related with the Poisson 
session generation process. Based on these hypotheses, i.e. the Markovian dynamics and the random time 
between decisions, the Semi-Markov Decision Process (SMDP) becomes an adequate ML tool for optimizing the 
RAC policy [67].  
 
In turn, it is assumed that the RAC is optimized from the perspective of the fulfilment of the SLA for the differ-
ent tenants. For this purpose, the optimization target will be the maximization of an average long term reward 
that captures the satisfaction of each tenant with the received service in relation to the expected SLA. Specifi-
cally, when the cell is in state X={nq,s} and the action A={aq,s} is selected, the reward rate r(X,A) is defined as: 
 

    , ,

1 1

, · ,
qSQ

q s q s

q s

r f a
 

X A X  (5) 

 
Where f(X,aq,s) represents the reward obtained as a result of the RAC decision aq,s made upon the arrival of a 
new QoS flow of the s-th service of the q-th tenant in accordance with the selected action A. It is defined as:  
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The formulation of (6) takes into consideration the requested GFBRq,s of the new QoS flow and the total GFBR of 
all the admitted QoS flows of the q-th tenant when the cell is in state X, denoted as Rq(X) and given by the ag-
gregate of nq,s·GFBRq,s for all the Sq services of the q-th tenant. Then, the different conditions in (6) are ex-
plained in the following: 
 
 In case that the total aggregate GFBR of all the QoS flows of the q-th tenant is still below the contractual 

limit SLAq, i.e. Rq(X)+GFBRq,sSLAq, and the RAC decision is to reject the new QoS flow, i.e. aq,s=0, this 
means that an SLA breach occurs. Therefore, the obtained reward is negative and corresponds to a cost of 

Cq,s units. This condition intends to drive the RAC towards the fulfilment of the SLA terms.  
 

 In case that the RAC decision is to admit the new QoS flow, i.e. aq,s=1, and this involves exceeding contrac-
tual SLA limit, i.e. Rq(X)+GFBRq,s>SLAq, this means that the RAC is indeed granting excess capacity to the q-
th tenant. This will be beneficial for both the infrastructure provider, who will achieve a better utilization 
of the radio resources, and for the tenant, who will sporadically experience a better service than expected. 
However, this excess capacity will only be effectively provided if no congestion occurs, i.e. if the cell in the 
new state X+eq,s will have sufficient RBs to ensure the GFBR requirements of all the admitted QoS flows. 
Otherwise, this will negatively affect the admitted QoS flows. For this reason, and denoting as Pc(X+eq,s) 

the congestion probability in the new state, the reward includes a positive term Iq,s·(1-Pc(X+eq,s)) to re-

flect the extra capacity if there is no congestion, and a negative term Cq,s·Pc(X+eq,s) per admitted QoS 
flow to account for the degradation in case that there is congestion.  

 

 All the other cases, i.e. when Rq(X)+GFBRq,sSLAq and the decision is to admit the new QoS flow or when 
Rq(X)+GFBRq,s>SLAq and the decision is to reject the new QoS flow, reflect the normal operation of the RAC 
that would be expected by the q-th tenant and by the infrastructure provider. Correspondingly, they do 
not have neither positive nor negative influence, so the obtained reward is 0.  
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The congestion probability Pc(X) when the cell is in a given state X is the probability that the cell will not have 
sufficient RBs to serve the admitted QoS flows with their required GFBR. Its computation makes use of the 
wideband Channel Quality Indicator (CQI) distribution measurements collected by the telemetry framework, 
since they capture the propagation and interference conditions that determine the spectral efficiency achieva-
ble by each UE. 
 

With all the above considerations, the optimum RAC policy is understood as the optimum action A(X)𝒜X to be 

selected in every state X𝒳 in order to maximize the average long term reward obtained in the cell as a result 

of its dynamics. To determine this optimum RAC policy, the RAC data analytics application makes use of two 

general functions of the statistics and ML toolbox of the analytics framework, as depicted in  

 

Figure 38 and explained in the following. 
 

a) SMDP model  
 
Markov Decision Processes (MDPs) are versatile and powerful tools for analyzing probabilistic sequential deci-
sion processes with an infinite planning horizon. They have become a fundamental formalism for decision-
theoretic planning, reinforcement learning and other learning problems in stochastic domains. They are useful 
to model dynamic systems evolving over time where the probabilistic law of motion can be controlled by taking 
decisions (actions) that lead to state changes and to earning rewards (or incurring costs) as a consequence of 
these decisions. SMDPs can be seen as an extension of MDPs in which the times between decision epochs are 
not constant but random [67] [68] [69]. S 
MDPs are of applicability in different problems depending on how the different states, actions and rewards are 
specified. For example, SMDPs have been applied in the literature to determine circuit access policies in Inte-
grated Service Data Networks [70], to air interface selection [71], to allocate resources to slices in different cells 
[72] or to decide the admission of slice requests [73].  
 
This work applies SMDP to optimize the RAC function in a multi-tenant scenario that has described in previous 
sub-section. Based on this, the RAC data analytics application will specify an SMDP based on the following 
terms [67]: 

 
 State space: 𝒳 as defined in (3); 
 
 Action space for each state X: 𝒜X as defined in (4); 
 
 Reward rate function: r(X,A) as defined in (5); 
 

 Sojourn time (X,A) in state X under action A, which measures the average time that the cell will remain in 
state X before changing to a new state when A is the action selected for state X. For the considered RAC 
DA application it is defined as:   
 

  

, , , ,

1 1 1 1

1
,

q qS SQ Q

q s q s q s q s

q s q s

n a



 
   



 

X A  (7) 

 
 State transition probability PXAY from state X to another state Y assuming that A is the action selected in 

state X. For the considered RAC DA application it is defined as:  
 

 
 

 
, ,

, ,

,   ,   1,..., ,  1,...,

,   ,   1,..., ,  1,...,

0                            otherwise

q s q s

q s q s

a s S q Q

P n s S q Q

 

 

   


    



q,s

XAY q,s

X A Y X e

X A Y X e  (8) 

 



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2019 

 

 
Deliverable D4.2 (“Final report on advanced virtualisation, dynamic telemetry and service orchestration”)  
 89/122 

 

In general, different algorithms exist for finding an optimal decision policy in an SMDP, such as linear program-
ming, policy iteration or value iteration (see ch.7 of [67]). Among them, the value iteration algorithm has been 
selected here, since it has been empirically found that this algorithm is able to find adequate solutions with low 
computational time. Value iteration has been also used in other references such as [70] or [71].  
The value iteration algorithm for solving an SMDP is defined in [67] by means of a data transformation that 
converts the SMDP into an equivalent discrete time Markov Decision Process. In this way, the algorithm can 
compute recursively a sequence of value functions that approximate the maximum average reward per time 
unit. Specifically, the formulation of the value iteration algorithm in [67] [70] is particularized to the problem 
considered here as follows. 
 

The value functions are initialized to arbitrary values V0(X) for each state X𝒳 at m=0. Then, at iteration m, the 
new value functions are obtained as: 
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Where  is the minimum sojourn time among all states and actions, i.e.  
,

min , 
X A

X A .  

 

The iterative process stops at the first iteration m that fulfils the condition 0  Lm - lm  ·lm  where  is a param-
eter and Lm, lm are defined as: 
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After stopping at iteration m, the obtained RAC policy is given by the following actions:   
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This policy provides an average reward within  of the optimum one. Therefore, this is the decision policy sent 
by the RAC DA application to the RAC algorithm. 
 
 

b) Convolution function  
 
The convolution is a mathematical operation on two functions that produces a third function expressing how 
the shape of one function is modified by the other [72]. Convolution operation has applicability in many signal 
processing problems such as filtering, computation of auto-correlations, etc. 
In this work, the convolution function is used by the RAC data analytics application for computing the conges-
tion probability Pc(X) when the cell is in state X. The details of this computation are explained in Appendix 1: 
Computation of Congestion Probability. 
 

3.6.3.3 Performance evaluation 

 
This section presents some results to illustrate the behavior of the SMDP-based RAC. For this purpose, system 
level simulations have been executed in a scenario composed by one omnidirectional cell that includes P=51 

RBs with bandwidth B=360 kHz, which corresponds to a subcarrier spacing f=30 kHz according to the numer-
ologies defined in [74].  
Table 13 presents the parameters considered in the simulations.  
 
The cell is configured to support Q=2 tenants each one associated with a different RAN slice. Each tenant pro-
vides two different GBR services. The GFBR, session generation rate and average session duration of each ser-
vice are detailed in Table 13.  
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The table also includes the contractual SLA values per tenant SLAq. With the parameters in the table, the aver-

age offered load of each tenant, defined as the aggregate of q,s·(1/q,s)·GFBRq,s for all the services of the ten-
ant, is equal to 60 Mb/s for each tenant. Only traffic in the downlink direction is considered. 
 

Table 13: Simulation parameters. 
 

Parameter Value Parameter Value 

Cell radius 115m UE noise figure 
9 dB 
 

Path loss and 
shadowing 
model 

 

Urban micro-cell model with hex-
agonal layout of [75] with gNB 
antenna height 10m, UE height 
1.5m and minimum distance of 
10m between UE and gNB.  
Shadowing standard deviation of 3 
dB in Line of Sight (LOS) and 4 dB in 
Non LOS. 

Link-level model to 
map Signal to Inter-
ference and Noise 
Ratio and spectral 
efficiency 

Model in section A.1 of [66] 
with maximum spectral effi-
ciency Se,max=8.8 b/s/Hz, and 
assuming one layer (NL=1) 

Base station 
antenna gain 

5 dB Simulation duration 100000 s 

Frequency 3.6 GHz Iq,s, Cq,s 
100, 10 
 

Transmitted 
power per RB  

24 dBm   10-3 

Number of RBs 
P=51 RBs of bandwidth B=360 kHz 
(subcarrier spacing 30 kHz [74]) 

Initial values of the 
value iteration 
algorithm 

   0 max ,V 
A

X X A  

SLAq SLA1=60 Mb/s, SLA2=40 Mb/s 

GFBRq,s GFBR1,1=10 Mb/s, GFBR1,2=20 
Mb/s, GFBR2,1=2 Mb/s, 
GFBR2,2=10 Mb/s 
 

Session genera-

tion rate (q,s) 

1,1=0.041 sessions/s, 1,2=0.0045 

sessions/s,  2,1=0.111 sessions/s, 

2,2=0.028 sessions/s.  
 

Average session 

duration (1/q,s) 

120 s 

 
 
As a first result, and to validate the methodology to compute the congestion probability, Figure 39 presents a 
comparison between the congestion probability obtained by data analytics application for different states vary-
ing the number of users n1,1 and n2,1 with n1,2=n2,2=0 and the one obtained by the simulation.  
Results reveal a very good match between model and simulation in all the considered states, thus validating the 
estimation of the congestion probability. 
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Figure 39: Comparison between the congestion probability computed by the model and the one measured by 
the simulator for different states. The numbers in parenthesis in the horizontal axis represent the number of 

users n1,1 and n2,1, and considering n1,2=n2,2=0. 
 
Next, an analysis is presented about the impact of the optimization of the action selection policy as a result of 
solving the SMDP problem. Table 14 presents the obtained average reward along a simulation when the RAC 
follows the admission policy found by the data analytics after solving the SMDP problem and compares it 
against a myopic RAC strategy that only considers the immediate reward. Specifically, when the cell is in a given 
state X the myopic policy accepts a new QoS flow of the s-th service of the q-th tenant if the reward in case of 
acceptance f(X, aq,s=1) is higher than the reward in case of rejection f(X, aq,s=0). Otherwise, the new request is 
rejected. Instead, the SMDP-based approach incorporates a long-term perspective that may yield to make a 
rejection even if the acceptance could lead to higher reward, under the consideration that the rejection may be 
more beneficial for increasing the reward in the future.  
Thanks to this behavior, it is observed in Table 14 that the resulting reward with the SMDP-based approach is 
approximately 30% higher than with the myopic approach.   
 

Table 14: Comparison between the SMDP and the Myopic Approach. 
 

 Average re-
ward 

% of time in states with 
Pc(X)>5% 

Congestion probability along 
the simulation 

SMDP approach 11.27 0.47 % 0.08 % 

Myopic approach 8.63 25.5 % 4.98 % 

 
 
Another characteristic of the long term perspective inherent to the SMDP-based decision making is the capabil-
ity of better avoiding states with high congestion probability. This is also shown in Table 14 that includes the 
percentage of the total simulation time in which the cell has remained in states X characterized by a congestion 
probability Pc(X) higher than 5%. Clearly, the myopic approach remains during much more time in these states 
than the SMDP-based policy and, as a result, the overall congestion probability experienced along the simula-
tion is much higher, as also seen in Table 14.  
 
To gain further insight into this behavior, Table 15 presents a detailed analysis of the congestion in four select-
ed states, given by n1,1=4, n1,2=1, n2,1=13 and different values of n2,2. For each state, the table presents, on the 
one hand, the congestion probability Pc(X) computed from the probability density function (pdf) of the number 
of required RBs by the QoS flows of the state, which are shown for illustration purposes in Figure 40.  
On the other hand, the table includes the simulation time (from a total time of 100000 s) that the cell has re-
mained in each of the four states with both RAC policies. It is observed that when the RAC operates according 
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to the myopic policy, the cell remains some non-negligible time in states with high congestion probability, while 
when the RAC follows the SMDP-based approach, these states have not been observed during the simulation.  
 
Table 15: Congestion probabilities for different states and amount of time in these states with the SMDP and 

myopic approaches. 
 

State X Pc (X) Time Myopic Time SMDP 

n1,1=4, n1,2=1, n2,1=13, n2,2=0 0.0057 % 27 s 0 s 

n1,1=4, n1,2=1, n2,1=13, n2,2=1 0.126 % 96 s 0 s 

n1,1=4, n1,2=1, n2,1=13, n2,2=2 2.21 % 194 s 0 s 

n1,1=4, n1,2=1, n2,1=13, n2,2=3 16.9 % 208 s 0 s 

 
 

 
 

Figure 40: Probability density functions of the number of required PRBs for  states with n1,1=4, n1,2=1, n2,1=13 
and different values of n2,2. 
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3.7 Security Threat Assessment of the 5G ESSENCE Platform 
 
In continuation to the work presented in D4.1 (Optimisation of virtualisation, orchestration, and resource allo-
cation), here we outline the outcomes of the security threat assessment for the full set of the 5G ESSENCE use 
cases.  
 
By using a qualitative analysis approach, we first perform a security analysis of the use cases.  Then, by using 
input from Task T3.3 “Service-oriented 5G Network slicing”, we output the level of risk for the identified assets 
of the 5G ESSENCE system as determined by the combination of the threat likelihood and impact in the form of 
a Risk Matrix.  
 
Finally, we will assess and provide suggestions for enhancing the security of one important technical building 
block of the 5G ESSENCE architecture, the workloads provided by tenants to run on the multi-tier cloud edge 
infrastructure. 
 

3.7.1 Security Analysis of Use Case 1: 5G Edge Network Acceleration at a Stadium 
 
As detailed in D5.1, within pilot Use Case 1, the 5G ESSENCE project will demonstrate a combined 5G-based 
video production and video distribution scenario towards delivering benefits to both media producers and 
mobile operators.  
 
The production/distribution of locally generated content through the 5G ESSENCE platform, coupled with value-
added services and rich user context, will enable secure, high-quality and resilient transmission, in real-time and 
with minimal latency. 
 

3.7.1.1 Security Requirements Elicitation 
 
Figure 41 shows the hardware architecture of the stadium’s 5G deployment. The 5G ESSENCE project uses its 
architecture to provide two different classifications of streams.  
 
The first stream is provided to spectators (world viewers) (i.e., to people that watch the event from their homes 
or other social gatherings). The second stream is dynamically generated for each spectator in the stadium. Each 
stream uses a different Light DC as a host. The first stream (world feed) is hosted on the Local Production Light 
DC, while the second stream is hosted on the Spectator Control Light DC. The Main DC is responsible for the 
data processing of the data generated from the Light DCs.  
 
Moreover, the Main DC provides additional functions. It acts as an interface between the spectator and the 
dynamic camera selection. The content provider manages the properties of the system using the interface of 
the CESM. 
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Figure 41: Hardware architecture of the stadium scenario. 

 
 

Table 16: Stadium scenario security requirements. 

 
Security Requirements Objective Description 

The system should pro-
vide real-time telemetry 
and analytics data 

Integrity Telemetry and analytics data are a general requirement of the 
system, which can be used to provide additional security. Ana-
lytics data can be leveraged to identify and fend off DoS at-
tacks. Telemetry data can improve the auditability of the sys-
tem and demonstrate security to local regulators, which is 
another generic requirement of the system. 

Allow the usage of the 
provided services only to 
authenticated "local" 
spectators 

Authentication The system must be able to determine that a spectator is eligi-
ble for "local" services. It should be able to determine the ac-
tual location of a spectator without the spectator being able to 
"spoof" his location. 

Prevent spectators from 
retransmitting the pro-
vided content 

Authorization "Local" spectators can use their additional function to illegally 
stream local-only content to non-authorized spectators. The 
system must not only ensure that the provided services can 
only be used by authenticated and authorized spectators, but 
those spectators cannot tamper with the services. A very 
common attack vector in similar scenarios is location spoofing. 
Malicious actors can digitally alter the perceived location of 
their devices, in such a manner that stadium services will iden-
tify them as “local” users. The purpose of such an attack would 
be to leak exclusive content. 

Ensure the availability of 
services to spectators 
accessing the world 

Availability Spectators accessing the world stream have specific availability 
requirements. In order to view the stream a number of delivery 
actors need to communicate effectively. 



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2019 

 

 
Deliverable D4.2 (“Final report on advanced virtualisation, dynamic telemetry and service orchestration”)  
 95/122 

 

stream 

Ensure the availability of 
services to spectators 
accessing the local 
stream 

Availability The delivery of local stream is handled by the Platform Owner. 
As such there is no need for communication with other delivery 
actors. 

Ensure the required 
network capacity during 
operation of the services 
to the spectators 

Availability Depending of the size of the event and the number of specta-
tors the required network capacity of the system will be differ-
ent. The system must have mechanisms in place to either dele-
gate traffic to other CESCMs or dynamically reduce the net-
work requirements of the services in order to accommodate 
the demand. End-users are able to choose what content will be 
streamed to their device. This “freedom of choice” can strain 
the available resources of the system, either intentionally or 
unintentionally, in a way that will cause a denial of service 
attack. The denial of service may affect the local delivery of 
content or may affect the global delivery of content. 

Spectators should be 
able to access their per-
sonal data that are used 
by the telemetry and 
analytics services 

Confidentiality General Data Protection Regulation (GDPR) enforces transpar-
ency of personal information used in digital services. Each 
spectator must be able to access and control what type of 
personal information is being used and stored in the system. 

Ensure the secure han-
dling and storage of 
spectators' personal 
information 

Confidentiality Spectators' personal information must be securely handled 
during the different stages of data (i.e., data at rest, data in 
motion, data in use).  

 
Next, we define the security requirements of the system based on the security considerations of the system’s 
stakeholders. For the context of the present security analysis, the identified security requirements apply to the 
localized Light DC that is operated by the Platform owner as well as external components of the system.  
The security requirements are as in the following sections. 
 
 

3.7.2 Security Analysis of Use Case 2: 5G RAN Slicing for Mission Critical Applications 

 
Within Use Case 2, the 5G ESSENCE framework will involve one or more Public Safety (PS) communications 
providers that will use the resources offered by a deployed 5G ESSENCE platform for the delivery of communi-
cation services to PS organisations in a country/region.  
 

3.7.2.1 Security Requirements Elicitation  
 
Figure 42 shows the high-level architecture of public safety’s 5G deployment (also detailed in D6.1). Public safe-
ty scenarios are subject to extreme weather conditions such as tornadoes or earthquakes, civil unrest or terror-
ist attacks.  
The mission-critical (MC) application for public safety scenario has a number of stakeholders with their own 
responsibilities and goals. 
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Figure 42: Hardware architecture of the public safety scenario 
 
The different stages of the mission-critical application for public safety require security requirements that are 
adaptive. The security requirements must take into account that during certain during some of the system's 
stages new hardware and software components will be introduced in a forceful manner. When new compo-
nents are introduced, security mechanisms must be performed in order to ensure the continuous secure pos-
ture of the system. The security analysis revealed the following requirements (as appearing on Table 17, be-
low): 
 

Table 17: Mission critical scenario requirements. 
 

Security Requirements Objective Description 

System should be able to 
allocate critical resources to 
its Public Safety tenants to 
ensure availability in times 
of distress 

Availability During times of distress, the communication services of 
Public Safety tenants are considered a critical resource of 
the system. As such the system must ensure their con-
stant availability. 

Non-operational infrastruc-
ture should not impact the 
availability of the system’s 
services 

Availability Damaged infrastructure results in a number of security 
issues. Such an issue is how to provide the infrastructure 
the necessary hardware and software components to 
enable the continuation of the service? How can we ena-
ble the secure handover of services and data from the 
original infrastructure to the replacement? Another issue 
is how to enable the secure handover of data from the 
replacement infrastructure to the permanent infrastruc-
ture once it is repaired. While the services of the system 
change hardware and software domains it is crucial to 
ensure their availability to their users, especially public 
safety organizations. 

Non-operational infrastruc-
ture should not impact the 
confidentiality of the sys-
tem’s services and data 

Confidentiality Depending on the nature of the damages in the infrastruc-
ture, both the system's services and data are subject to 
threats. Such threats will be made by Information Disclo-
sure type of attacks. System's security Constraints must 
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ensure confidentiality.  

Preserve data availability 
between handover of ser-
vices 

Availability During services handover data are most vulnerable since 
data are moved from one secure environment to another. 
An issue during handover is that data become unavailable 
while the initial host service turns offline, before the sec-
ond host has time to become fully operational. 

Preserve data confidentiali-
ty between handover of 
services 

Confidentiality During services handover, a number of security mecha-
nisms take place. Those mechanisms ensure that End 
Users' data will retain their confidentiality. 

Preserve data integrity 
between handover of ser-
vices 

Integrity In order to retain integrity of data during handover, a 
periodic and phased methodology approach should be 
followed. It improved the security of data, by enabling 
security mechanisms to be performed in phases. 

System must ensure the 
integrity of the End Users 
information. 

Integrity A User’s data may be moved to other physical hardware 
locations inside the Light DC or to a different Light DC. The 
data will change state (in transit, at rest, in use) during the 
system’s life cycle. Other factors that change the state of 
data are the changes in the system architecture, whether 
that change is voluntary (backup, services upgrade) or 
involuntary (damaged infrastructure). While the hardware 
and software components of the system change during its 
life cycle it is crucial to ensure the integrity of the provid-
ed services and data. For example, if part of the infrastruc-
ture is temporarily replaced the handoff of data must be 
made while retaining the integrity of the data. The integri-
ty of the data refers to retaining the data original format 
while ensuring security and privacy.  

 

 

3.7.3 Security Analysis of Use Case 3: 5G In-flight Comm. and Entertainment System 
 
The 5G ESSENCE In-Flight Entertainment and Connectivity (IFEC) demo will test and validate the multi-tenancy 
enabled network solution for passenger connectivity and wireless broadband experience. The multi-RAT CESCs 
will be implemented as a set of integrated access points to be deployed on-board.  
 
Afterward, since IFE has to consider the explosive growth of multi-screen content consumption, the 5G ES-
SENCE CESCs will stream on demand multi-screen video content (both from on-board 5G Edge DC servers and 
via satellite/air2ground links) to the wireless devices. The 5G ESSENCE CESCs will rely on broadcast links in order 
to optimize the bandwidth usage. 
 

3.7.3.1 Security Requirements Elicitation 

 
Figure 43 shows the high-level architecture of the airplane’s 5G infrastructure deployment (also detailed in 
D7.1). The Main DC is responsible for providing remote connectivity to the system. The remote connectivity is 
achieved from a combination of air-to-ground communications and satellite networking. The Main DC is used as 
the system’s storage for on demand content. The Light DC acts as an interface for content consumption by the 
passengers and as a gateway to Wi-Fi or 5G network connectivity. The Content Providers can use the interface 
of the CESCM to manage their content and other aspects of their applications. 
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Figure 43: Hardware architecture of the in-flight scenario 

Next, we define the security requirements of the system based on the security considerations of the system’s 
stakeholders. Traditional airplanes did not allow network connectivity for the duration of the flight. The main 
security concern, in this case, is to provide network connectivity to passengers without compromising the integ-
rity of the airplane’s internal controls. Another security issue is the exposure of connected devices to external 
malicious networks. An example of such an attack is the deployment of in-flight honey pots by malicious pas-
sengers. The honey pots can route traffic to legitimate networks while stealing data from other users. Similar 
attacks will aim to escape the sandboxed environment provided by the CESC.  
 
The security requirements are:  
 

Table 18: In-flight entertainment security requirements 
 

Security Requirements Objective Description 

Sandbox the network access 
and other functions of the 
passengers, so that they are 
not able to tamper with the 
airplane's internal functions 

Integrity Sandboxing is a security mechanism for separating processes, 
without risking harm or the host machine or operating sys-
tem. A sandboxed process cannot affect another sandboxed 
process. In order to protect the internal functions of the 
airplane from tampering, it is required to isolated passenger 
spawned processed. 

Prevent passengers from 
eliciting the airplane's real-
time location. 

Integrity The main reason is to ensure the safety of air traffic. If a 
malicious actor is allowed any form of network connectivity, 
he will be able to use the detected signals to triangulate the 
airplane’s real position, speed or height.  

Prevent external exposure 
of the airplane's CESC to 
other networks 

Integrity, 
Confidentiality 

The airplane’s CESC provides their services by using a combi-
nation of satellites and air to ground links. A malicious actor 
can use the same links to expose the airplane’s services to 
external networks. In essence making the airplane an exter-
nal facing network node. Depending on the implementation 
of the in-flight system, a malicious actor may be able to scan 
and enumerate the airplane’s services. If the services can be 
detected, there is a possibility that malicious actors can tam-
per with them. 
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Identity management Confidentiality Hardware and software infrastructure run in a multi-vendor 
environment that moves from Wi-Fi to LTE stacks. The sys-
tem must ensure strict identity management to prevent 
authorized access to network resources. 

Prevent users from copying 
or distributing licensed con-
tent 

Authorization Films and other content are streamed locally to the user, as 
such the user does not have a license to keep the material, 
nor should the user be technically able to record a copy 
themselves. 

Retain End User data confi-
dentiality when 5G network 
does not use LTE 

Confidentiality While 5G infrastructure uses LTE, the airplane platform own-
er uses Wi-Fi to connect End Users with services. The usage 
of different protocol stacks requires additional mechanism to 
ensure End User confidentiality. 

Physically isolate the net-
work used by the airplane 
functions and the network 
used the passengers. 

Integrity Passengers should never be able to access the network used 
by the airplane's internal systems. 

 

 

3.7.4 Threat and Risk analysis (from the 5G ESSENCE Use Cases) 
 
As part of the threat and risk analysis of the 5G ESSENCE Use Cases, the resilience of the 5G ESSENCE system to 
external malicious incidents was reviewed. The risk evaluation procedure (shown in Figure 44) was based on 
the identification of risk criteria and the definition of metrics for risk quantification based on likelihood and 
impact.  
To evaluate and calculate the factors that are associated with the risks posed by the threats to the 5G ESSENCE 
assets, we adopted the ETSI TVRA method [76].  
 

 
 

Figure 44: Risk Evaluation Procedure 
 
Table 19 summarises the list of vulnerabilities to the 5G ESSENCE assets together with the risk quantification, 
which, similar to the TVRA method, it is expressed in scale {Low, Medium, High, Critical}, and is derived from a 
qualitative combination of likelihood and impact. It also details our findings on the level of risk associated with 
the 5G ESSENCE assets of D3.2.  
 
Similar to the TVRA method, the risk quantification is expressed in scale {Low, Medium, High, Critical}, and is 
derived from a qualitative combination of likelihood and impact. The impact scope of each vulnerability is de-
rived from the CVE vulnerability database (https://cve.mitre.org/). The likelihood of each vulnerability is de-
pended on the implementation and configuration of the system as well as the expertise of the malicious actors. 
Different system configurations and implementations may reduce or increase the likelihood of a vulnerability.  
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A similar affect in the likelihood of vulnerabilities is caused by the resources and expertise of the malicious 
attackers. In Table 19, the likelihood was derived based on our knowledge of the system implementation that 
will take part during the case studies. 
 
The Low risk level is the only one considered to be acceptable by the ETSI TVRA method. Therefore, counter-
measures should be introduced in the 5G ESSENCE system and architecture in order to reduce all Medium/High 
or Critical risks to Low (Minor).  
Two countermeasures strategies that are defined in the TVRA method and could be adopted in the 5G ESSENCE 
framework are:  
 
1. Asset Redesign (can reduce both the likelihood and the overall impact of a successful attack): 

 

a. removal of identified problematic areas and weaknesses through fundamental design changes specify-

ing the architecture, protocols and communications processes. 

 

b. likely to be used in cases where: 

 

i. the cost of asset redesign is acceptable;  

 

ii. redesign reduces the risk level to Low (Minor). 

 

 

2. Asset Hardening (can only affect the likelihood of a successful attack, not the impact): 

 

a. specification of additions to the system that will mask the effects of a problematic area rather than 

remove it completely; 

 

b. likely to be used in cases where: 

 

i. the cost of asset redesign is unacceptable; 

 

ii. the change itself is unnecessarily complex, or; 

 

iii. redesign does not reduce the risk level to Low (Minor). 

 
Table 19: Risk Quantification of the 5G ESSENCE assets. 

 
Threat Categories 5G ESSENCE 

Assets 
Threats to Assets  Exploitable  

Vulnerabilities  Impact/ 
Conse-
quences 

Likeli-
hood 

Level 
of 
Risk 
 

SD
N

 s
p

e
ci

fi
c 
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at
s 

N
e

tw
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rk
 

V
ir
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al
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at
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n

 
th
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at

s 
5

G
/R

ad
io

 
ac

ce
ss

 t
h

re
at

s 

Nefari-
ous Ac-
tivity / 
Abuse 
(NAA) 
 

CESCM Elevation of Privi-
lege 

CVE-2004-
033092 

High Low High 

Software (Appli-
cation Plane) 

Information Dis-
closure 

− High Low High 

CESC  Elevation of Privi-
lege 

CVE-2017-
671093 

High High Criti-
cal 

Main DC Denial of Service CVE-2015- High Low High 

                                                           
92  For more details see: https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2004-0330 
93  For more details see: https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2017-6710 

https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2004-0330
https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2017-6710
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212294 

CESC  Elevation of Privi-
lege 

CVE-2016-
370895 

High Low High 

End User Information Dis-
closure 

− High Medium Criti-
cal 

Eaves-
dropping 
/ Inter-
ception / 
Hijacking 
(EIH) 

CESCM Elevation of Privi-
lege 

CVE-2017-6710 High Low High 

CESC  Elevation of Privi-
lege 

CVE-2016-3708 High Medium Criti-
cal 

Edge DC Elevation of Privi-
lege, Information 
Disclosure 

CVE-2004-
041596 

Low Low Low 

Main DC Spoofing, Infor-
mation Disclosure 

CVE-2015-
161297 

High Medium Criti-
cal 

G
e

n
e

ri
c 

n
e

tw
o

rk
 in

fr
as

tr
u

ct
u

re
 t

h
re

at
s 

Physical 
Attacks 
(PA) 

Billing system Fraud  − High Low High 

Facilities Sabotage /  
Vandalism 

− Medium Low Me-
dium 

Operation Data Physical theft of 
information 

− Low Low Low 

Damage 
(inten-
tional / 
uninten-
tional) 
(DAM) 

CESCM Denial of Service CVE-2004-
199298 

Medium Low Me-
dium 

CESC  Denial of Service CVE-2003-
053399 

High High Criti-
cal 

Main DC Spoofing, Infor-
mation Disclosure 

CVE-2015-1612 High High Criti-
cal 

Main DC Denial of Service CVE-2015-2122 High Low High 

Edge DC Denial of Service CVE-2004-
0417100 

Medium Low Me-
dium 

Equip-
ment 
failures 
or mal-
functions 
(FM) 

IT Infrastructure Equipment Fail-
ure 

− Medium Low Me-
dium 

Communication 
Medium 

Failure or  
disruption of 
communication  

− High Low High 

Outages 
(OUT) 

Network Ele-
ments 

Loss of Network 
connectivity 

− High Low High 

Energy power Loss of Energy 
services 

− High Low High 

Disaster 
(DIS) 

Facilities Environmental 
Disaster 

− Medium Low Me-
dium 
 

Legal 
(LEG) 

SLAs and Regu-
lations 

Abuse of personal 
data 

− High Medium High 

SLAs and Regu-
lations 

Breach of legisla-
tion 

− High Low High 

 

  

                                                           
94  For more details see: https://cve.mitre.org/cgi-bin/cvename.cgi?name=2015-2122 
95  For more details see: https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2016-3708 
96  For more details see: https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2004-0415 
97  For more details see: https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2015-1612 
98  For more details see: https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2004-1992 
99  For more details see: https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2003-0533 
100  For more details see: https://cve.mitre.org/cgi-bin/cvename.cgi?name=CAN-2004-0417 

https://cve.mitre.org/cgi-bin/cvename.cgi?name=2015-2122
https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2016-3708
https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2004-0415
https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2015-1612
https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2004-1992
https://cve.mitre.org/cgi-bin/cvename.cgi?name=CVE-2003-0533
https://cve.mitre.org/cgi-bin/cvename.cgi?name=CAN-2004-0417
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3.7.5 Securing Tenant Workloads in 5G 
 
Security in 5G is a multifaceted issue. As services can be created and torn down in a matter of minutes, there 
lies the challenge of monitoring risks across the 5G infrastructure as well as securing the tenant workloads. 
Three tiers of protection are herein considered: 
 
 The deployment of cybersecurity functionalities on the network level, as VNF-based services. 

 
 The deployment of advanced machine learning algorithms. 

 
 The hardening and attestation of existing infrastructure. 
 
Cybersecurity functionalities can be deployed as-a-Service to monitor the traffic for signs of malicious attacks. 
This approach allows the administrator to perform runtime changes to cybersecurity VNFs (i.e., apply rules to a 
Firewall or Intrusion Detection System). The EM (Elemental Management) component of the ETSI NFV refer-
ence architecture can be used to provide runtime configuration of running VNF-based services. Traditional 
intrusion detection systems can then be deployed in order to perform signature-based detection, based on 
well-known malicious traffic patterns that signify potential attacks. The main drawback of this method is that 
attack patterns need to be known in advance and signatures must be preconfigured. Hence, typical systems fail 
to detect a zero-day attack or an attack with unknown signature.  
Moreover, there needs to be a careful selection of cybersecurity functionalities; however, as in some cases the 
VNF needs to be placed on the path of traffic (i.e., a firewall). In this case, practical work [77] has shown that 
the VNF needs to ensure high performance and high availability, otherwise it will negatively affect E2E latency. 
 
Furthermore, as Machine Learning (ML) becomes a mainstream technology that is present in many consumer 
products, the cybersecurity industry has been quick to adopt it to improve on the existing defense capabilities. 
The 5G ESSENCE project considers the case of Apache Spot [78] [79], a machine learning (ML)-based platform 
for anomaly detection, that utilises Latent Dirichlet Allocation [80] to detect atypical traffic patterns.  
Latent Dirichlet Allocation differs from other common ML classifiers in that it is a Natural Language Pro-
cessing101 algorithm (NLP). Natural Language Processing is easy to apply on the variety of different network 
traffic logs and improve the overall threat intelligence capabilities by including more sources of structured, 
human-readable, textual data. The ML system can then be trained on typical traffic and identify zero-day102 or 
other cyberattacks as anomalous patterns of traffic are observed, without prior knowledge of the attack signa-
ture. Other systems offer similar capabilities, such as Sqrrl [81] and Apache Metron [82]; Apache Spot sets itself 
apart not only by its machine learning capabilities, but also from its Open Data Model (ODM).  
ODM brings together all security-related data (event, user, network, endpoint, etc.) into a singular view that 
can be used to detect threats more effectively. It also provides the ability to share and reuse threat detection 
models, analytics, and more. This improves interoperability among anomaly detection platforms and fosters the 
creation of an open data community.  
 

 
 
 

Figure 45: The Apache Spot architecture. 
 

                                                           
101  For more informative details also see, inter-alia: https://en.wikipedia.org/wiki/Natural_language_processing  
102  For more details also see: https://en.wikipedia.org/wiki/Zero-day_(computing)  

https://en.wikipedia.org/wiki/Natural_language_processing
https://en.wikipedia.org/wiki/Zero-day_(computing)
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Figure 45 illustrates the overall architecture of Apache Spot103. Apache Spot collects NetFlow104, DNS and proxy 
data and analyses them to learn what constitutes typical network traffic. The data ingestion framework follows 
a distributed architecture that minimises the possibility of data loss and ensures the availability of the service, 
even under heavy data loads that require significant processing power.  
 
NetFlow, DNS and proxy data are captured in the network in nfcapd [83], pcap [84] and bluecoat [85] formats, 
respectively. The corresponding files are aggregated in Spot’s filesystem, which is monitored by Collector dae-
mons. Spot’s collectors initiate the ingestion process when new data are found in the filesystem.  
At this point, the data are human-readable. After the collection of the data, Spot’s Worker daemons ingest the 
data, convert them to Avro-Parquet format [86] and place them in a Hive database. Workers are connected to 
Apache Kafka105 topics and partitions. There are two kinds of workers: 
 

 Python workers, which use multithreading to process the NetFlow and DNS data, and; 
 

 Spark streaming workers, which execute a Spark application to read data from Apache Kafka. 
 
The ingestion of the data in Hive tables at this point is necessary, since it prepares them in a form that is easily 
parsed by the Machine Learning algorithm. Apache Spot applies LDA to network traffic, by converting the log 
entries to words through aggregation and discretization.  
This way, documents correspond to IP addresses, words to log entries (corresponding to an IP address) and 
topics to normal network traffic profiles. As a result, Apache Spot deduces a probabilistic model for each IP’s 
behavior.  
 
The model assigns to each log entry a probability. The events (log entries) with the lowest probabilities are 
flagged as suspicious for further analysis. The output of this analysis is a list which includes the events that are 
less probable to occur according to a model of normal traffic conditions. Less probability of encountering a 
specific type of traffic means that this traffic is considered by Spot as the most suspicious. These can then be 
visualized through the Operational Analytics module, or exported to other potential modules.  

                                                           
103  See: https://spot.apache.org/  
104  Also see, among others: https://en.wikipedia.org/wiki/NetFlow  
105  See: https://kafka.apache.org/  

https://spot.apache.org/
https://en.wikipedia.org/wiki/NetFlow
https://kafka.apache.org/
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4 Orchestration of Distributed End-to-End Services 
 
This chapter presents results from the area of orchestration. It starts with presenting the Alert Mitigation Man-
ager and the Placement Assistant, which work with information from the telemetry to resolve alerts and the 
analytics to enact the placement suggestions, and how these are integrated into a Management and Orchestra-
tion (MANO) system such as OSM.  
Furthermore, a solution specifically for resource-constrained devices, where a full OSM and VNFI solution is not 
practical, is presented, its deployment capabilities laid out and its performance evaluated. 
 

4.1 Tools for enhancing the orchestrator framework 
 
This section describes all the aspects related to the enhancements added to the orchestrator system of the 
solution. These define a layer plugged on top of the MANO which includes a set of tools for the orchestration of 
distributed end-to-end services. 
 
This new layer, is composed of different modules that introduce new functionalities to the system. In addition, 
it exposes different interfaces in order to interact with the MANO framework (i.e.  OSM Release FIVE106), and 
other tools such as the Telemetry and Analytics. The two main functionalities covered in this layer are: Alert 
Mitigation Manager and Placement Assistant. 
 

4.1.1 Architecture 

 
Beside the main modules, Alert Mitigation Manager and Placement Assistant have been introduced in order to 
enhance and enable the functionalities of the layer. Figure 46 illustrates the architecture of the full stack of 
solutions, where the Alert Mitigation Manager and Placement Assistant are located in the orchestration layer. 
 

 
 

Figure 46: General view of the architecture. 

 

 

                                                           
106  See: https://osm.etsi.org/wikipub/index.php/OSM_Release_FIVE  

https://osm.etsi.org/wikipub/index.php/OSM_Release_FIVE
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4.1.2 Description of components 

 
The different components of the tool layer are described as follows: 
 
 Alert Mitigation Manager (AMM): It is responsible of reacting at certain events in form of alerts and trig-

gering the proper mitigation actions to resolve the cause of the notification coming from the Telemetry 
component. In addition, this module is able to push the proper mitigation action directly to the OSM 
(through the OSM Client, which is also part of the solution) or, in case that Placement Assistant is enabled, 
send the proper mitigation action to this module to apply a smart action over OSM with relation to the 
placement of the action (e.g., instantiate a new VM where more resources are available). 
 

 Placement Assistant (PA): This module acts as an intermediate element between the 5G-ESSENCE Portal, 
enabling smart and efficient placement of virtual network services and functions thanks to the interface to 
the Analytics component, which should calculate the proper location for the new service or function re-
quest instantiation. In addition, Placement Assistant can enhance the Mitigation Alert Manager, providing 
smart and efficient placement, to the received mitigation action. 
 

 Database: While not depicted in the architecture, a database used by AMM and PA is necessary to register 
relevant data regarding several aspects such as active Smart placement of virtual network services and 
functions, mapping between rules and mitigation actions for received alerts, and keep track of alert notifi-
cations, to name a few possibilities. 
 

 REST API: This is the main entry point to the orchestrator middleware. It exposes all the necessary end-
points for the 5G-ESSENCE Portal, the Analytics and the Telemetry module. Beside the endpoints, it im-
plements the backend to process incoming requests and forward them to the proper module. 
 

 Service Discovery: This is a simple module that keeps track of AMM and PA persistence. Both AMM and PA 
can operate independently, i.e. concurrent presence and operation is optional and it enhances the solu-
tion. Thus, Service Discovery can point to each module the presence and status of the other. This way, 
AMM can forward to PA the mitigation of any alert notification, if not, it will forward the mitigation action 
to OSM. 
 

 OSM Client: This module is the main adaptor for AMM and PA to enable communication from the upper 
levels to the OSM. 

 

4.1.3 APIs 

 
This section describes the API of the tools layer, the interfaces and the endpoints, which are exposed or con-
nect to other components of the entire solution. 
 
 REST API: This API is the main entry point to the tools layer and includes the main interfaces to enable 

communication with the 5G ESSENCE Portal, the Telemetry and the Analytics. It exposes the different 
endpoints presented in the module description above. 
 

 OSM Client API: The main interface to the MANO framework from the AMM and PA modules. 
 
 

4.1.4 Workflows 

 
Based on the functionalities introduced by the main modules of the layer, four different workflows can be iden-
tified: 
 
1. New service deployment with smart placement: In this case, the workflow starts from the 5G-ESSENCE 

Portal. The end-user requests a new service instantiation using the Portal; then a message request is sent 
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to the Placement Assistant (PA) endpoint located in the REST API. The message request is parsed and the 
instantiation request is forwarded to the PA. 
The PA gathers necessary data from the tracking in the database and the instantiation request, and sends 
a new request to the Analytics. Analytics will notify which components need to be deployed in the differ-
ent underlying Datacenter points (main DC or light DC), VM by VM or by virtual function units. 
Current message representation sent by the AP to Analytics uses an array with 1s and 0s to identify the 
main or light DC. This will be adapted to a proper JSON message that will be sent through REST APIs. In this 
request, PA asks where the instantiation must be performed. Figure 47 presents the four main steps that 
complete this workflow. 
Then, Analytics module returns a response indicating the optimum location to place the instantiation 
components for the service or function requested by the end-user. Upon receiving this response, PA sends 
the optimized placement request to the OSM client, which will craft the message to be sent to the OSM. 

 

 
 

Figure 47: Smart placement workflow for new instantiations. 
 
 
2. Smart placement as mitigation action for a specific virtual service function: In this case, the workflow in-

volves the smart placement feature from the PA applied to a mitigation action coming from the AMM. 
Taking as an example that an alert notification is sent from the Telemetry module to the REST API, this no-
tification is forwarded to the AMM. Then, AMM searches in the rulebook (database) which is the rule af-
fected by the received alert, and which is the mitigation action mapped to this rule. This rule, related to 
the alarm and the alert it generates, had to be defined by the end-user from the 5G-ESSENCE Portal. For 
example, the mitigation action indicates a scale-up action on the reported subject. 
The AMM consults the Service Discovery module. Next step depends on the status of PA. In case it is not 
enabled, the mitigation action from the AMM is sent to the OSM Client, to craft the proper request and 
send it directly to the OSM. On the other side, if the Service Discovery acknowledges the PA and confirms 
its running status, AMM will forward the mitigation action request to the PA instead. From this points, the 
workflow repeats the process from the workflow number 1. 
Figure 48 illustrates this workflow. From PA, it will send JSON data to OSM indicating what components 
have to be scaled. Once the scale-up action is applied, if it is successful, a new VM or VMs will be created. 
AMM retrieves the result from OSM, and it needs to share certain information of the new VM or VMs to 
the “target” API at Telemetry, indicating new nodes to monitor. 
 



Embedded Network Services for 5G Experiences (5G ESSENCE)    

Grant Agreement No.761592  31.05.2019 

 

 
Deliverable D4.2 (“Final report on advanced virtualisation, dynamic telemetry and service orchestration”)  
 107/122 

 

 
 

Figure 48: Alert mitigation workflow with smart placement. 

 

3. Adding a new mitigation rule based on a certain parameter: This workflow explains how rules and mitiga-
tion actions are defined. The process starts at the 5G-ESSENCE Portal, where the end-user can define the 
certain parameters related to the Telemetry module, and rules and mitigation actions that will be stored 
on the AMM database. This database will contain the Alarm or rule identifier, with the proper data and 
meta-data related to that rule, and the mitigation action mapped to that rule. In that sense, the end-user 
can define different mitigation actions, which must be supported by the OSM NFVO. 
The AMM provides interfaces to the Portal and the Telemetry module. Figure 49 depicts how the AMM in-
teracts with other modules, how it stores a simple data structure in database to keep track of the defined 
alarms or rules and the mapped mitigation action. 

 

 
 

Figure 49: Alert Mitigation Manager and monitoring workflow. 
  
 
4. Trigger of a mitigation action: In the last case, the workflow covers the loop of monitoring and mitigation 

actions. As shown in Figure 50, the end-user in the 5G-ESSENCE Portal is able to define rules and mitiga-
tion actions to the AMM using its API (as explained in workflow 3). 
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All VM resources that include a node exporter, deployed in the VIM, can expose data metrics to the NFVI, 
which will forward this information to the Telemetry module, where the monitoring process is performed. 
Once an alert is triggered, based on the read of these metrics, Telemetry generates an alert notification, 
sent to the AMM API. 
The AMM will search the proper mitigation action in the Database. It will also check with Service Discovery 
for forwarding the mitigation action request. Again, it depends if the PA is enabled or not. Finally, the OSM 
Client will receive the mitigation action request, and it will craft the proper request to be sent to the OSM 
(NFVO). 

 

 
 

Figure 50: Monitoring and Alert Mitigation Manager workflow. 
 

 

4.2 MANO Functions at the Edge 
 
From initial setup to day-to-day operations, NFV MANO stack is meant to monitor, control and orchestrate all 
network resources in a virtualised data center including compute, storage, networking and virtual machine 
(VM) resources. It allows dynamic on-boarding of network services by providing generic APIs to end-users. 
Many open-source communities (e.g., OSM [42], ONAP [87]) and leading tech vendors are offering MANO-
based solutions for centralized cloud infrastructures taking as reference the ETSI MANO architecture that is 
designed to take the VM abstraction for VNFs and hypervisor-based virtualisation stack. However, the devel-
oped solutions have not addressed requirements of the network edge since running OpenStack (requiring sev-
eral CPU cores and tens of Gigabytes of memory) on top of edge devices may not be feasible.  
 
Among various challenges associated with network edge, significant attention is currently addressed towards 
lightweight virtualisation and orchestration solutions that can be executed in resource-constrained and vastly 
distributed nodes. The problems to be addressed are not limited to one particular aspect of the NFV stack, on 
the contrary, a full-stack purpose-built solution is needed. This includes lightweight compute and network vir-
tualisation solutions as well as lightweight MANO solutions. The latter may also collapse VIMs, VNF Managers, 
and NFV Orchestrator into a single component. MANO can be integrated with an open source container orches-
tration engine like Kubernetes to extend the dynamic orchestration and management of containers in an NFV 
infrastructure. Kubernetes collapses the functionalities of VIM, VNFM, and NFVO into a controller with a small 
resource footprint. Kubernetes and its supported container runtimes such as Docker can jointly provide the VNF 
and MANO functions at the edge. The layered cloud architecture of the 5G ESSENCE project with Main DC and 
Light DC provides a platform to integrate the VNF and MANO solutions discussed in this section. Considering 
the available resources in the Main DC, it is more suited to an OpenStack installation with appropriate MANO 
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solutions while the Light DC may be open to investigating different lightweight approaches due to its resource 
constraints.  
In this section, we will illustrate on a lightweight vendor-agnostic MEC platform called lightMEC [88], built upon 
Docker containers for computing nodes and programmable packet processing pipelines for networking nodes 
(Click [21]), and can interface with state-of-the-art radio access and backhaul network controllers. We use the 
Kubernetes MANO framework for automating the deployment and to monitor, control and orchestrate the 
containerized applications and services within the NFV infrastructure. 
 

4.2.1 MEC Deployment Options 
 
ETSI MEC ISG group considers three possible MEC deployment options as depicted in [89]. The first option is to 
deploy the MEC node directly at the eNodeB. In this option, since the MEC node is in close proximity to the end 
users, it results in very low end-to-end latency meeting the requirements of real-time applications. However, 
since computational power and storage capacities are limited at the eNodeB site, only applications requiring 
low compute and storage resources are served by the MEC node collocated directly with the eNodeB. The sec-
ond option is to deploy the MEC node at cell aggregation points, also called as Mobile Telephone Switching 
Offices (MTSOs) or at multi-RAT aggregation points. In this option, since each MEC node serves a cluster of 
eNodeB’s, the deployment cost is significantly reduced. Also, with the possibility of having high compute and 
storage capacities at MTSOs, the MEC node can serve high demanding applications with ease.  
However, there is a trade-off between low-latency and deployment cost. From the system design point of view, 
first and second options are considered as Bump-in-the-wire approaches107, where the ME node is placed on 
the LTE S1-interface108 connecting the eNodeB and the EPC. The third option is to deploy the MEC node at the 
edge of the EPC. While this could result in a higher latency, with the recent advances in virtualisation technolo-
gies, ETSI is also considering to include all or part of the EPC network functions as VNFs together with the MEC 
node which is placed on the LTE user plane interface (SGi109) connecting the mobile network to the external 
packet data network. 
 
One of the key functionalities of the MEC node is to steer IP packets from eNodeB/EPC mobile network entities 
to MEC applications running on the node. The MEC applications can either terminate the IP packets by itself 
(end-point mode) or modify the IP packets and pass it back to the original PDN connection (pass-through 
mode). In Bump-in-the-wire approach, since S1 user plane traffic is GTP encapsulated, the ME node has to mon-
itor S1 control plane messages to maintain the UE context information and perform GTP decapsulation/re-
encapsulation and routing operations on S1 user plane packets. However, this stateful operation can be per-
formed requiring no modifications to either eNodeB or EPC protocol stacks using vGTP VNF which will be dis-
cussed later in detail. The 5G ESSENCE architecture revolves around this core principle of Bump-in-the-wire 
approach facilitating a two-tier edge data center framework to host services and MEC applications. 
 

4.2.2 The lightMEC System Architecture 
 
Figure 51 depicts the lightMEC system architecture and its functional elements that comprise the mobile edge 
system. On a broader context, the mobile edge system consists of the mobile edge host and the mobile edge 
management that facilitates to run mobile edge applications. It is to be noted that the proposed architecture is 
in-line with the ETSI MEC reference architecture [90].  

                                                           
107  The term bump-in-the-wire (BITW) refers to a communications device which can be inserted into existing (legacy) sys-

tems to enhance the integrity, confidentiality, or reliability of communications across an existing logical link without al-
tering the communications endpoints. The term was originally used to indicate that the device should introduce only a 
relatively small increased latency in communications compared to the original, unsecured, approach. 

108  For more details see, for example: http://lteguide.blogspot.com/2011/11/s1-interface.html  
109  The SGi interface connects the PGW to a external network (PDN), and the Gi interface connects the GGSN to a external 

network (PDN). The interface is based on the IP packet (user data/payload/data plane), possible also enabling exchange 
of signaling (i.e.: OSPF, BGP, etc.). The interface can connects to the Radius server if Remote Access Dial-In User Service 
(Radius) is used. Also see, for example: https://awanetwork.blogspot.com/2013/07/gi-sgi-interface-epsepc-
interface.html  

http://lteguide.blogspot.com/2011/11/s1-interface.html
https://awanetwork.blogspot.com/2013/07/gi-sgi-interface-epsepc-interface.html
https://awanetwork.blogspot.com/2013/07/gi-sgi-interface-epsepc-interface.html
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Figure 51: The lightMEC System Architecture. 
 
Mobile Edge Host (Light DC): This entity contains a mobile edge platform and a virtualisation infrastructure 
built on Docker Containers and Click Modular Router110 which provides lightweight compute, storage and net-
working resources for running mobile edge applications. The virtualisation infrastructure also includes an 
OpenFlow virtual switch to route traffic among 3GPP network elements, the mobile edge services and mobile 
edge applications. The mobile edge services running on the mobile edge platform are realized using the Click 
Modular Router and are here referred to as LVNFs, the details of which are discussed later. The mobile edge 
applications are running as individual containers and can interact with the mobile edge platform to consume 
the services being hosted on it. The applications can range from caching to video transcoding to deep packet 
inspection.  
 
Mobile Edge Management (Main DC): This entity includes the VIM, VNFM, NFVO, the mobile edge platform 
manager and the orchestrator. Kubernetes is used as a platform for monitoring, managing and orchestrating 
containerized VNFs within the mobile edge host while 5G-EmPOWER [91] and lightMANO [92] are used as, 
respectively, mobile edge platform manager and mobile edge orchestrator. The mobile edge platform manager 
is responsible for interacting with the backhaul controller through an Intent-based networking interface and to 
deploy the mobile edge services (LVNFs) within the mobile edge host. The mobile edge orchestrator has a glob-
al view of the mobile edge system regarding supported mobile edge services, available infrastructure resources, 
and the topology. Information about all supported LVNFs and mobile edge services are maintained in the appli-
cation specific VNF catalog. The orchestrator, depending on the application instantiation/termination request 
received from the OSS of an operator prepares the mobile edge platform manager and the virtualisation infra-
structure manager to allocate resources, to deploy services and to handle mobile edge applications. 
 

                                                           
110  See, for example: https://github.com/kohler/click  

https://github.com/kohler/click
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UE Context Management in vGTP Service VNF: We describe the two important functions of UE context man-
agement in LTE (i.e., session management and mobility management), to illustrate how the vGTP VNF extracts 
the UE context information from LTE control plane messages during UE attach and handover procedures in a 
transparent manner. This function is fundamental in order to implement the Bump-in-the-Wire MEC deploy-
ment option employed in the 5G-ESSENCE framework. We remind the reader that this option requires to “put” 
the ME host on the S1 interface between the eNodeB and the EPC. In order to allow ME Applications to access 
the inner IP traffic, the GTP header must be removed. However, traffic flowing from the ME Applications to the 
end user must be GTP encapsulated in order to be properly processed by the eNodeB. 
 

 Session Management: Once cell search and radio synchronization procedures are performed, the UE 
sends an Attach Request message to the eNodeB as an initial step in the UE registration procedure 
(see Figure 52). The eNodeB embeds this message within an Initial UE Message, which consists of a 
unique eNodeB-UE-S1AP-ID assigned by the eNodeB to identify the UEs within the eNodeB over S1-
interface, and then forwards it to the MME. The ME host snoops this message and retrieves eNodeB-
UE-S1AP-ID identifier. Once the MME acquires IMSI from the Attach Request message, it performs 
several UE authentication and security procedures with the support of HSS. If successful, the MME 
embeds an Attach Accept response message within an Initial Context Setup Request message (see Fig-
ure 53). This message includes SGW GTP tunnel information and a unique MME-UE-S1AP-ID to identify 
the UEs in MME over S1-interface, and then forwards it to the eNodeB. The ME host retrieves eNodeB-
UE-S1AP-ID, MME-UE-S1AP-ID, UE IP address, SGW TEID, and SGW IP address information from this 
message to maintain UE context information for further processing. If the eNodeB-UE-S1AP-ID identifi-
er in Attach Request matches to that in Attach Accept, the UE is added to the list of UE-associated logi-
cal S1-connections in the ME host. The eNodeB then forwards the Attach Accept message towards the 
UE. The UE now sends an Attach Complete message to the eNodeB, which embeds this message in an 
Initial Context Setup Response message that includes eNodeB GTP tunnel information, and forwards it 
to the MME (see Figure 54). The ME host retrieves eNodeB-UE-S1AP-ID, MME-UE-S1AP-ID, eNodeB 
TEID, and eNodeB’s IP address information from this message and updates the UE context with this 
new information. Completing this step establishes an S1 GTP-U tunnel for the UE to exchange up-
link/downlink traffic with the mobile network. The ME host now has the complete UE context infor-
mation required to perform stateful decapsulation and re-encapsulation of GTP tunnels for routing UEs 
IP traffic between eNodeB, EPC and MEC applications. 
 

 
 

Figure 52: Attach Request. 
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Figure 53: Attach Accept. 

 

 

 
 

Figure 54: Attach Complete. 

 

 Mobility Management: After the UE is attached to the network, it periodically sends serving cell and 
non-serving cell measurement reports to its eNodeB. Based on the measurements, the source eNodeB 
may decide to handover the UE to another eNodeB (X2-handover) by sending a Handover Request 
message to the target eNodeB (see Figure 55). The target eNodeB now allocates the necessary radio 
resources for the UE and responds with a Handover Ack message to the source eNodeB. On the other 
hand, the target eNodeB sends a Path Switch Request message to the MME asking it to prepare the 
new radio bearers. The eNodeB-UE-S1AP-ID of the UE to be handed over, the target eNodeB IP and the 
target eNodeB TEID information contained in this message is retrieved by the ME host for further pro-
cessing. The MME after receiving the Path Switch Request message, orders the SGW to establish new 
radio bearers based on the information received about the target eNodeB GTP tunnel. Once the bear-
ers are established, the MME sends a Path Switch Ack message containing eNodeB-UE-S1AP-ID and 
MME-UE-S1AP-ID identifiers to the target eNodeB (see Figure 56). The ME host checks if the identifiers 
belong to the concerned UE and if so, updates the UE context with new eNodeB tunnel endpoint in-
formation. 
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Figure 55: Path Switch Request 

 

 

 
 
 

Figure 56: Path Switch Request Ack. 

 

 

4.2.3 Implementation Details 
 
We developed a prototype implementation of lightMEC and deployed it over an open source LTE testbed. The 
RAN part comprises the 3GPP-complaint LTE stack provided by the srsLTE project [93] while as EPC we use 
nextEPC [94]. Both eNodeB and EPC nodes are running on Intel NUC boxes equipped with dual-core Intel i7111 
KabyLake112 CPU, 16GB RAM and 256GB storage. It is to be noted that lightMEC is vendor agnostic and can be 
used with any combination of eNodeB/EPC components. To deploy the mobile edge host node we use a combi-
nation of Intel NUC113 and Soekris 6501 boards114. The LVNF agent, the Ryu controller115, and the caching appli-
cation are all deployed as containers within a dedicated edge node. The lightMANO orchestrator, the 5G-
EmPOWER controller and the Kubernetes controller are running on a standard Linux machine with no particular 
hardware restrictions. Squid [95] is used as a MEC Application. Squid is an open-sourced caching and forward-
ing web proxy that primarily supports HTTP, HTTPS, and FTP traffic. In this experiment, Squid is configured as a 

                                                           
111 See, for example: https://ark.intel.com/content/www/us/en/ark/products/97129/intel-core-i7-7700k-processor-8m-

cache-up-to-4-50-ghz.html  
112  Also see, inter-alia: https://en.wikipedia.org/wiki/Kaby_Lake  
113  See, for example: https://www.intel.com/content/www/us/en/products/boards-kits/nuc.html  
114  See, for example: http://soekris.kd85.com/net6501.html  
115  For more details see, for example: https://www.sdxcentral.com/networking/sdn/definitions/what-is-ryu-controller/. 

Also see: https://osrg.github.io/ryu/  

https://ark.intel.com/content/www/us/en/ark/products/97129/intel-core-i7-7700k-processor-8m-cache-up-to-4-50-ghz.html
https://ark.intel.com/content/www/us/en/ark/products/97129/intel-core-i7-7700k-processor-8m-cache-up-to-4-50-ghz.html
https://en.wikipedia.org/wiki/Kaby_Lake
https://www.intel.com/content/www/us/en/products/boards-kits/nuc.html
http://soekris.kd85.com/net6501.html
https://www.sdxcentral.com/networking/sdn/definitions/what-is-ryu-controller/
https://osrg.github.io/ryu/
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transparent caching proxy, (i.e., all outgoing HTTP/HTTPS requests are intercepted by Squid and the corre-
sponding responses are then cached, without requiring any changes in the client). 
  
Figure 57 depicts the internal structure of the mobile edge platform. As it can be seen it consists of a virtual 
software switch, the Ryu controller, the ME application and the Stateful vGTP LVNF. This LVNF has three virtual 
ports with each connected to one virtual interface, which in turn is connected to one network port of the virtual 
software switch. The packet processing elements of click script used for this LVNF is depicted in Figure 58. Port 
0 of LVNF receives LTE control plane traffic (SCTP) which is then passed to the S1APMonitor element that ex-
tracts the UE context information as described in Section 4.2.2. Port 1 of LVNF receives LTE user plane traffic 
(GTP) which is then passed to the StripGTPHeader element that removes the GTP header and forwards IP pack-
ets on output port 2. Port 2 of LVNF receives IP traffic from applications such as squid (caching), proxy servers, 
etc., which is then passed to GTPEncap element that performs GTP re-encapsulation and forwards GTP packets 
on output port 1. Figure 59 illustrates the virtual connection points between the LVNF and other network ele-
ments implemented by means of OpenFlow rules in OVS switch. The control plane traffic (SCTP) from 
eNode/EPC is directed to port 0 of LVNF, the user plane traffic (GTP) from eNodeB/EPC is directed to port 1 of 
LVNF and any other IP traffic from the ME application is directed to port 2 of LVNF. The traffic matching is per-
formed by the openflow rules configured in OVS switch by Ryu controller. The output traffic from LVNF is for-
warded to appropriate destination points depending on the destination IP address of the packets. 
 

 
 

Figure 57: Mobile Edge Platform. 

 

 
 

Figure 58: vGTP Service LVNF. 
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Figure 59: vGTP Service LVNF chain illustrating traffic flow. 
 
 

4.2.4 Performance Evaluation  
 
To illustrate the potential of our approach, we measure three network performance metrics, namely: MEC 
specific latency metrics, ME service VNF metrics and cache latency metrics. 
 

 MEC Specific Latency metrics: To assess the difference in latency performances, that is round-trip-time 
(RTT) (the time is taken for receiving the response after the initial request was sent by the UE) be-
tween the MEC and the non-MEC deployment options, we perform simple ping tests using ICMP mes-
sages. Figure 60(a) plots the average RTT when the ping server was located at the mobile edge node, 
while Figure 60(b) and Figure 60(c) represent the average RTT when the server was located in France 
and in the USA, respectively. The experiments were performed for different packet sizes and for differ-
ent Inter Departure Times (IDT). As expected, the RTT is significantly lower when the ping is answered 
from the edge node. 

 
ME Service VNF metrics: We performed a set of 10 UE initiated attach events to measure the time taken by 
S1APMonitor element of the stateful vGTP LVNF to detect the attach events and to extract the UE context 
information. The average processing time was 1.4ms. We then generated IP traffic from the UE to measure 
the time taken by GTPEncap/StripGTPHeader element of the LVNF to perform encap/decap operations. 
The average processing time was 30μs when analyzed over a sample of 100 packets. 
 
 

 Cache latency metrics: We performed an experiment to measure the difference in round trip time 
when the user is served by the caching application running on the mobile edge node, instead of the 
original web server. The measurements were carried out by making web requests to five popular web 
pages. The difference in latency is clearly evident in Figure 61. 
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Figure 60: MEC Specific Latency Metrics. 
 
 

 
Figure 61: Caching latency metrics. 
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5 Conclusion 
 
This deliverable gives a comprehensive overview over the work carried out in the final work period of Tasks 4.1, 
4.2, and 4.3 in WP4; Task 4.4 will be the focus of the future Deliverable 4.3. These results span the range from 
engineering to research, and the combination of both. Most of the results show not only significant extensions 
over the state-of-the-art in their fields, using novel techniques to arrive at these novel approaches, but also 
applicability not only within the scope of the 5G ESSENCE project, but also for other concurrent or future EU-
funded projects. 
 
In the context of NFVI, several techniques have been discussed, showing how different virtualised techniques 
measure up against each other. Novel techniques for virtualisation, namely a new unikernel framework, have 
been devised and developed within the scope of the project, and are expected to stay in constant further de-
velopment beyond the time frame of the 5G ESSENCE context. In the field of virtualised networking, an ap-
proach employing cheap, commodity smart NICs to massively improve the performance of virtual switches 
without having to set aside large amounts of CPU processing power. 
 
In the context of monitoring and analysis, a large framework has been developed, integrating stock software, 
such as Prometheus and Grafana, with dedicated building blocks developed within 5G ESSENCE, such as ML-
based approaches for radio resource management, and to analyse and optimise the placement problem of 
where to deploy resources in the multi-tier cloud edge infrastructure, both between tiers and within a tier. A 
novel landscaper tool has been developed to give the users a better understanding of complex NS deployment 
that require a large number of VNFs and resources. Furthermore, a monitoring and alert system has been de-
veloped that allows both users and infrastructure managers to install alert conditions to warn of problems in 
the deployment, and to enforce or at least denote issues with SLA compliance. 
 
In the context of end-to-end orchestration, several new building blocks were designed and implemented, which 
chiefly deal with two concepts: integration of orchestrator and NVFI manager(s) for unified orchestration across 
a multi-tier infrastructure; and a placement manager that interfaces with the monitoring and analysis frame-
work to take into account user preferences and infrastructure state to decide where to place new network 
services. Additionally, a more lightweight approach for orchestration on resource-constrained nodes at the 
network edge, which might not be able to take the load of even a minimal OpenStack installation, and which 
employs containers as virtualisation technology, was investigated and implemented. 
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Appendix 1: Computation of Congestion Probability 
 
In relation to the framework of data analytics presented in section 0, this appendix details the computation of 
the congestion probability Pc(X) when the cell is in state X. Congestion occurs whenever the number of required 
RBs to satisfy the GFBR requirements of all the admitted QoS flows in the cell, denoted as KR, is higher than the 
number of available RBs P. This occurs stochastically depending on the variations in the propagation conditions 
associated to the positions of the different UEs and the presence of shadowing losses. These effects impact on 
the spectral efficiency achieved by each UE and, therefore, on the number of required RBs.    
 
Specifically, the number of required RBs by one QoS flow with requirement GFBR is K=GFBR/R where R(b/s) is 
the bit rate per RB, related with the actual spectral efficiency Se(b/s/Hz) as R=Se·B where B(Hz) is the bandwidth 
of an RB. Therefore, Se is a random variable that depends on the propagation conditions experienced by the UE 
of the QoS flow. To estimate its statistic, the RAC DA application makes use of the measurements collected by 
the telemetry framework. Specifically, this work assumes that the wideband Channel Quality Indicator (CQI) 
distribution defined in [96] is provided by the cSD-RAN controller to the telemetry, as seen in Figure 38.  
 
Each CQI value has a direct mapping to a modulation and coding scheme, corresponding to SCQI b/s/Hz, with 
probability density function (pdf) denoted as fCQI(s) and directly given by the wideband CQI distribution. There-
fore, and considering that Se=NL·SCQI where NL is the number of layers in case of spatial multiplexing, the pdf of 
the random variable Y=1/R=1/(NL· SCQI ·B), denoted as fY(y), is obtained as: 
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In turn, since K=GFBR/R=GFBR·y, the pdf of the number of required PRBs K by one QoS flow with GFBR is: 
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Then, when the cell is in state X={nq,s} and assuming that each QoS flow experiences independent propagation 
conditions, the aggregate number of required RBs by all the QoS flows, KR, is another random variable whose 
pdf is obtained by the convolution of (A.2) as many times as the number of QoS flows:   
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Where the convolution operation of two generic functions f(x), g(x) is defined as: 
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The congestion probability when the cell is in state X is thus given by: 
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